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Introduction to Statistical Tool: R, R Studio 

Soumen Pal 

Division of Computer Application, IASRI, New Delhi 

Soumen.Pal@icar.gov.in 
 

R is a free software environment for statistical computing and graphics. It compiles and runs on a 

wide variety of UNIX platforms, Windows and MacOS. R is a vehicle for newly developing 

methods of interactive data analysis. It has developed rapidly, and has been extended by a large 

collection of packages. 

R environment 

The R environment provides an integrated suite of software facilities for data manipulation, 

calculation and graphical display. It has 

• a data handling and storage facility, 

• a suite of operators for calculations on arrays and matrices, 

• a large, integrated collection of intermediate tools for data analysis, 

• graphical facilities for data analysis and display, and 

• a well developed, simple and effective programming language (called ‘S’) which includes 

conditionals, loops, user defined functions and input and output facilities. 

Origin 

R can be regarded as an implementation of the S language which was developed at Bell 

Laboratories by Rick Becker, John Chambers and Allan Wilks, and also forms the basis of the S-

Plus systems. Robert Gentleman and Ross Ihaka of the Statistics Department of the University of 

Auckland started the project on R in 1995 and hence the name software has been named as ‘R’.  

R was introduced as an environment within which many classical and modern statistical techniques 

can be implemented. A few of these are built into the base R environment, but many are supplied 

as packages. There are a number of packages supplied with R (called “standard” and 

“recommended” packages) and many more are available through the CRAN family of Internet 

sites (via http://cran.r-project.org) and elsewhere. 
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Availability 

Since R is an open source project, it can be obtained freely from the website www.r-project.org. 

One can download R from any CRAN mirror out of several CRAN (Comprehensive R Archive 

Network) mirrors. Latest available version of R is R version 3.6.0 and it has been released on 

26.04.2019.  

Installation 

To install R in windows operating system, simply double click on the setup file. It will 

automatically install the software in the system. 

Usage 

R can work under Windows, UNIX and Mac OS. In this note, we consider usage of R in Windows 

set up only.  

Difference with other packages 

There is an important difference between R and the other statistical packages. In R, a statistical 

analysis is normally done as a series of steps, with intermediate results being stored in objects. 

Thus whereas SAS and SPSS will give large amount of output from a given analysis, R will give 

minimal output and store the results in an object for subsequent interrogation by further R 

functions. 

Invoking R  

If properly installed, usually R has a shortcut icon on the desktop screen and/or you can find it 

under Start|All Programs|R menu. 

 

To quit R, type q() at the R prompt (>) and press Enter key. A dialog box will ask whether to save 

the objects you have created during the session so that they will become available next time when 

R will be invoked.  
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Windows of R 

R has only one window and when R is started it looks like 

  

 

R commands 

i. R commands are case sensitive, so X and x are different symbols and would refer to 

different variables.  

ii. Elementary commands consist of either expressions or assignments.  

iii. If an expression is given as a command, it is evaluated, printed and the value is lost. 

iv. An assignment also evaluates an expression and passes the value to a variable but the result 

is not automatically printed. 

v. Commands are separated either by a semi-colon (‘;’), or by a newline.  

vi. Elementary commands can be grouped together into one compound expression by braces 

‘{‘ and ‘}’. 

vii. Comments can be put almost anywhere, starting with a hashmark (‘#’). Anything written 

after # marks to the end of the line is considered as a comment. 

viii. Window can be cleared of lines by pressing Ctrl + L keys. 
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Executing commands from or diverting output to a file 

If commands are stored in an external file, say ‘D:/commands.txt’ they may be executed at any 

time in an R session with the command 

> source("d:/commands.txt") 

For Windows Source is also available on the File menu.  

The function sink(),  

> sink("d:/record.txt") 

will divert all subsequent output from the console to an external file, ‘record.txt’ in D drive. The 

command 

> sink() 

restores it to the console once again. 

Simple manipulations of numbers and vectors 

R operates on named data structures. The simplest such structure is the numeric vector, which is a 

single entity consisting of an ordered collection of numbers. To set up a vector named x, say, 

consisting of five numbers, namely 10.4, 5.6, 3.1, 6.4 and 21.7, use the R command 

> x <- c(10.4, 5.6, 3.1, 6.4, 21.7) 

The function c() assigns the five numbers to the vector x. The assignment operator (<-) ‘points’ to 

the object receiving the value of the expression. Once can use the ‘=’ operator as an alternative. 

A single number is taken as a vector of length one.  

Assignments can also be made in the other direction, using the obvious change in the assignment 

operator. So the same assignment could be made using 

> c(10.4, 5.6, 3.1, 6.4, 21.7) -> x 

If an expression is used as a complete command, the value is printed. So now if we were to use the 

command 

> 1/x 

the reciprocals of the five values would be printed at the terminal. 

The elementary arithmetic operators  

+  addition 

– subtraction 

*  multiplication 
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/  division  

 ^  exponentiation 

Arithmetic functions  

log, exp, sin, cos, tan, sqrt,  

Other basic functions 

max(x) – maximum element of vector x,  

min(x)- minimum element of vector x,  

range (x) – range of the values of vector x ,   

length(x) - the number of elements in x,  

sum(x) - the total of the elements in x,  

prod(x) – product of the elements in x 

mean(x) – average of the elements of x 

var(x) – sample variance of the elements of (x) 

sort(x) – returns a vector with elements sorted in increasing order. 

Logical operators 

< - less than 

<= less than or equal to 

> greater than 

>= greater than or equal to 

 == equal to  

!= not equal to. 

Other objects in R 

Matrices or arrays - multi-dimensional generalizations of vectors. 

Lists - a general form of vector in which the various elements need not be of the same type, and 

are often themselves vectors or lists. 

Functions - objects in R which can be stored in the project’s workspace. This provides a simple 

and convenient way to extend R. 

Matrix facilities 

A matrix is just an array with two subscripts. R provides many operators and functions those are 

available only for matrices. Some of the important R functions for matrices are 
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t(A) – transpose of the matrix A   

nrow(A) – number of rows in the matrix A 

ncol(A) – number of columns in the matrix A 

A%*% B– Cross product of two matrices A and B 

A*B – element by element product of two matrices A and B 

diag (A) – gives a vector of diagonal elements of the square matrix A 

diag(a) – gives a matrix with diagonal elements as the elements of vector a 

eigen(A) – gives eigen values and eigen vectors of a symmetric matrix A 

rbind (A,B) – concatenates two matrix A and B by appending B matrix below A matrix (They 

should have same number of columns) 

cbind(A, B) - concatenates two matrix A and B by appending B matrix in the right of A matrix 

(They should have same number of rows) 

Data frame  

Data frame is an array consisting of columns of various mode (numeric, character, etc). Small to 

moderate size data frame can be constructed by data.frame() function. For example, following is 

an illustration how to construct a data frame from the car data*:  

Make Model Cylinder Weight Mileage Type 

Honda Civic V4 2170 33 Sporty 

Chevrolet  Beretta V4 2655 26 Compact 

Ford Escort V4 2345 33 Small 

Eagle Summit V4 2560 33 Small 

Volkswagen Jetta V4 2330 26 Small 

Buick Le Sabre V6 3325 23 Large 

Mitsubishi Galant V4 2745 25 Compact 

Dodge Grand Caravan V6 3735 18 Van 

Chrysler New Yorker V6 3450 22 Medium 

Acura Legend V6 3265 20 Medium 

> Make<-c("Honda","Chevrolet","Ford","Eagle","Volkswagen","Buick","Mitsbusihi",  

+ "Dodge","Chrysler","Acura")  

> Model=c("Civic","Beretta","Escort","Summit","Jetta","Le Sabre","Galant",  

+ "Grand Caravan","New Yorker","Legend")  
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Note that the plus sign (+) in the above commands are automatically inserted when the carriage 

return is pressed without completing the list. Save some typing by using rep() command. For 

example, rep("V4",5) instructs R to repeat V4 five times.  

> Cylinder<-c(rep("V4",5),"V6","V4",rep("V6",3))  

> Cylinder  

 [1] "V4" "V4" "V4" "V4" "V4" "V6" "V4" "V6" "V6" "V6"  

> Weight<-c(2170,2655,2345,2560,2330,3325,2745,3735,3450,3265)  

> Mileage<-c(33,26,33,33,26,23,25,18,22,20)  

> Type<-c("Sporty","Compact",rep("Small",3),"Large","Compact","Van",rep("Medium",2))  

Now data.frame() function combines the six vectors into a single data frame.  

> Car<-data.frame(Make,Model,Cylinder,Weight,Mileage,Type)  

> Car  

S.No Make Model Cylinder Weight Mileage Type 

1 Honda Civic V4 2170 33 Sporty 

2 Chevrolet  Beretta V4 2655 26 Compact 

3 Ford Escort V4 2345 33 Small 

4 Eagle Summit V4 2560 33 Small 

5 Volkswagen Jetta V4 2330 26 Small 

6 
Buick Le Sabre V6 3325 23 Large 

7 Mitsubishi Galant V4 2745 25 Compact 

8 
Dodge 

Grand 

Caravan 
V6 3735 18 Van 

9 
Chrysler 

New 

Yorker 
V6 3450 22 Medium 

10 Acura Legend V6 3265 20 Medium 

> names(Car)  

[1] "Make"     "Model"    "Cylinder" "Weight"   "Mileage"  "Type"  

Just as in matrix objects, partial information can be easily extracted from the data frame:  

> Car[1,]  

   Make Model Cylinder Weight Mileage   Type 

1 Honda Civic       V4   2170      33 Sporty 

In addition, individual columns can be referenced by their labels:  

> Car$Mileage  

 [1] 33 26 33 33 26 23 25 18 22 20  
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> Car[,5]        #equivalent expression 

> mean(Car$Mileage)    #average mileage of the 10 vehicles  

[1] 25.9  

> min(Car$Weight)  

[1] 2170  

table() command gives a frequency table:  

> table(Car$Type)  

Compact   Large  Medium   Small  Sporty     Van  

      2       1       2       3       1       1  

If the proportion is desired, type the following command instead:  

> table(Car$Type)/10  

Compact   Large  Medium   Small  Sporty     Van  

    0.2     0.1     0.2     0.3     0.1     0.1  

Note that the values were divided by 10 because there are that many vehicles in total. If you don't 

want to count them each time, the following does the trick:  

> table(Car$Type)/length(Car$Type)  

Cross tabulation is very easy, too:  

> table(Car$Make, Car$Type)  

              Compact Large   Medium  Small   Sporty   Van  

  Acura      0         0       1        0       0        0  

  Buick      0         1       0        0       0        0  

  Chevrolet   1        0       0        0       0        0  

  Chrysler    0         0       1        0       0        0  

  Dodge      0         0       0        0       0        1  

  Eagle       0         0       0        1       0        0  

  Ford        0         0       0        1       0        0  

  Honda       0         0       0        0       1        0  

  Mitsbusihi  1         0       0       0       0        0  

  Volkswagen  0         0       0        1       0        0  

What if you want to arrange the data set by vehicle weight? order() gets the job done.  

> i<-order(Car$Weight);i  

 [1]  1  5  3  4  2  7 10  6  9  8  

> Car[i,]  

            



 

 
 

10 

Make          Model     Cylinder  Weight  Mileage     Type  

1        Honda         Civic        V4     2170       33    Sporty  

5   Volkswagen    Jetta        V4     2330       26    Small  

3         Ford         Escort        V4     2345       33     Small  

4        Eagle         Summit        V4     2560       33     Small  

2    Chevrolet        Beretta        V4     2655       26   Compact  

7   Mitsbusihi       Galant        V4     2745       25   Compact  

10       Acura         Legend        V6     3265       20    Medium  

6        Buick       Le Sabre        V6     3325       23     Large  

9     Chrysler     New Yorker    V6     3450       22    Medium  

8        Dodge Grand  Caravan        V6     3735       18       Van 

Creating/editing data objects  

> y<-c(1,2,3,4,5);y  

[1] 1 2 3 4 5  

If you want to modify the data object, use edit () function and assign it to an object. For example, 

the following command opens R Editor for editing.  

> y<-edit(y)  

If you prefer entering the data. Frame in a spreadsheet style data editor, the following command 

invokes the built-in editor with an empty spreadsheet.  

> data1<-edit (data.frame())  

After entering a few data points, it looks like this:  
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You can also change the variable name by clicking once on the cell containing it. Doing so opens 

a dialog box: 

 

When finished, click  in the upper right corner of the dialog box to return to the Data Editor 

window. Close the Data Editor to return to the R command window (R Console). Check the result 

by typing:  

> data1 

Reading data from files 

When data files are large, it is better to read data from external files rather than entering data 

through the keyboard.  To read data from an external file directly, the external file should be  

arranged properly. 

The first line of the file should have a name for each variable. Each additional line of the file has 

the values for each variable.  

Input file form with names and row labels: 

Price  Floor  Area  Rooms Age  is New 

52.00  111.0  830  5  6.2  no 

54.75  128.0  710  5  7.5  no 

57.50  101.0  1000  5  4.2  yes 

57.50  131.0  690  6  8.8  no 

59.75  93.0  900  5  1.9  yes 

...  

By default numeric items (except row labels) are read as numeric variables and non-numeric 

variables, such as isNew in the example, as factors. This can be changed if necessary. 

The function read.table() can then be used to read the data frame directly 

> HousePrice <- read.table("d:/houses.data", header = TRUE) 
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Reading comma delimited data  

The following commands can be used for reading comma delimited data into R. 

read.csv(filename)  This command reads a .CSV file into R. You need to specify the 

exact filename with path.  

read.csv(file.choose())  This command reads a .CSV file but the file.choose() part opens up 

an explorer type window that allows you to select a file from your 

computer. By default, R will take the first row as the variable names.  

read.csv(file.choose(), header=T) 

This reads a .CSV file, allowing you to select the file, the header is 

set explicitly. If you change to header=F then the first row will be 

treated like the rest of the data and not as a label.  

Storing variable names 

Through read.csv() or read.table() functions, data along with variable labels is read into R 

memory. However, to read the variables’ names directly into R, one should use attach(dataset) 

function. For example, >attach(HousePrice) causes R to directly read all the variables’ names eg. 

Price, Floor, Area etc. it is a good practice to use the attach(datafile) function immediately after 

reading the datafile into R. 

Packages 

All R functions and datasets are stored in packages. The contents of a package are available only 

when the package is loaded. This is done to run the codes efficiently without much memory usage. 

To see which packages are installed at your machine, use the command 

> library() 

To load a particular package, use a command like 

> library(forecast) 

Users connected to the Internet can use the install.packages() and update.packages() functions to 

install and update packages. Use search() to display the list of packages that are loaded.  

Standard packages 

The standard (or base) packages are considered part of the R source code. They contain the basic 

functions those allow R to work with the datasets and standard statistical and graphical functions. 

They should be automatically available in any R installation.  
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Contributed packages and CRAN 

There are a number of contributed packages for R, written by many authors. Various packages 

deal with various analyses. Most of the packages are available for download from CRAN 

(https://cran.r-project.org/web/packages/), and other repositories such as Bioconductor 

(http://www.bioconductor.org/). The collection of available packages changes frequently. As on 

June 07, 2019, the CRAN package repository contains 14346 available packages. 

Getting Help 

Complete help files in HTML and PDF forms are available in R. To get help on a particular 

command/function etc., type help (command name). For example, to get help on function ‘mean’, 

type help(mean) as shown below 

> help(mean) 

This will open the help file with the page containing the description of the function mean.  

Another way to get help is to use “?” followed by function name. For example, 

>?mean 

will open the same window again. 

In this lecture note, all R commands and corresponding outputs are given in Courier New font to 

differentiate from the normal texts. Since R is case-sensitive, i.e. typing Help(mean), would 

generate an error message,  

> Help(mean) 

Error in Help(mean) : could not find function "Help" 

Further Readings 

Various documents are available in https://cran.r-project.org/manuals.html from beginners’ level 

to most advanced level. The following manuals are available in pdf form: 

1. An Introduction to R 

2. R Data Import/Export 

3. R Installation and Administration 

4. Writing R Extensions 

5. The R language definition 

6. R Internals 

7. The R Reference Index 
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Introduction to Statistical Tool: SPSS 

Raju Kumar 

Division of Sample Survey, IASRI, New Delhi-110012 

raju.kumar@icar.gov.in 
 

Introduction 

SPSS is a Windows based program that can be used to perform data entry and analysis and to 

create tables and graphs. SPSS is capable of handling large amounts of data and can perform all 

of the analyses covered in the text and much more. It is a widely used software package 

for statistical analysis in social science. SPSS is also used by market researchers, health 

researchers, survey companies, government, education researchers, marketing organizations, data 

miners. The original SPSS manual (Nie et al., 1970) has been described as one of "sociology's 

most influential books" for allowing ordinary researchers to do their own statistical analysis. 

Originally it is an acronym of Statistical Package for the Social Science but now it stands for 

Statistical Product and Service Solutions. The current versions (2015) are officially named IBM 

SPSS Statistics. Long produced by SPSS Inc., it was acquired by IBM in 2009. During 2009 and 

2010 it was called PASW (Predictive Analytics Software) Statistics. It is one of the most popular 

statistical packages which can perform highly complex data manipulation and analysis with rather 

simple instructions. SPSS package consists of a set of software tools for data entry, data 

management, statistical analysis and presentation. SPSS integrates complex data and file 

management, statistical analysis and reporting functions. SPSS can take data from almost any type 

of file and use them to generate tabulated reports, charts, and plots of distributions and trends, 

descriptive statistics, and complex statistical analyses. This package of programs is available for 

both personal as well as mainframe computers. 

Some versions of SPSS released in recent years are 

• SPSS Statistics 17.0.1 - December 2008 

• PASW Statistics 17.0.3 - September 2009 

• PASW Statistics 18.0, 18.0.1, 18.0.2, 18.0.3 

• IBM SPSS Statistics 19.0 - August 2010 

• IBM SPSS Statistics 19.0.1, 20.0, 20.0.1, 21.0 

mailto:raju.kumar@icar.gov.in
http://en.wikipedia.org/wiki/Statistics
http://en.wikipedia.org/wiki/Social_science
http://en.wikipedia.org/wiki/SPSS_Inc.
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Companion products in the same family are used for survey authoring and deployment (IBM SPSS 

Data Collection), data mining (IBM SPSS Modeler), text analytics, and collaboration and 

deployment (batch and automated scoring services). 

Opening SPSS 

Depending on how the computer you are working on is structured, you can open SPSS in one of 

two ways.  

1. If there is an SPSS shortcut like   this on the desktop, simply put the cursor on it and double 

click the left mouse button.  

2. Click the left mouse button on the button on your screen, then put your cursor on Programs or 

All Programs and left click the mouse. Select SPSS 17.0 for Windows or IBM SPSS 

STATISTICS 20 by clicking the left mouse button. Either approach will launch the program. 

Key Features of SPSS 

Some of the key features of SPSS are 

− It is easy to learn and use with its pull-down menu features 

− It includes a full range of data management system and editing tools 

− It offers comprehensive range of plotting, reporting and presentation features. 

− It provides in-depth statistical analysis capabilities 

In addition to statistical analysis, data management (case selection, file reshaping, creating derived 

data) and data documentation (a metadata dictionary stored in the data file) are features of the base 

software. There are varieties of statistics included in the base software. Some of the important 

statistics are: 

Descriptive statistics: Cross tabulation, Frequencies, Descriptives, Explore, Descriptive Ratio 

Statistics etc. 

Bivariate statistics: Means, t-test, ANOVA, Correlation (bivariate, partial, distances), 

nonparametric tests etc. 

Prediction for numerical outcomes: Linear regression, Multiple Regression 

Prediction for identifying groups: Factor analysis, Cluster analysis (two-step, K-means, 

hierarchical), Discriminant analysis etc. 

 

http://en.wikipedia.org/wiki/Data_mining
http://en.wikipedia.org/wiki/Text_mining
http://en.wikipedia.org/wiki/Metadata
http://en.wikipedia.org/wiki/Data
http://en.wikipedia.org/wiki/Descriptive_statistics
http://en.wikipedia.org/wiki/Cross_tabulation
http://en.wikipedia.org/wiki/Mean
http://en.wikipedia.org/wiki/Linear_regression
http://en.wikipedia.org/wiki/Hierarchical_clustering
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Layout of SPSS  

Data Editor: This graphical user interface displays the contents of the data file. One can create 

new data files or modify existing ones. The Data Editor window opens automatically when an 

SPSS session is started. The Data Editor window has two views that can be selected from the lower 

left hand side of the screen. Data View is where you see the data you are using. Variable View is 

where you can specify the format of your data when you are creating a file or where you can check 

the format of a pre-existing file. The data in the Data Editor is saved in a file with the extension 

.sav. The data editor offers a simple and efficient spreadsheet-like facility for entering data and 

browsing the working data file. To invoke SPSS in the windows environment, select the 

appropriate SPSS icon.  

 

 

One can have only one data file open at a time. This editor has two views which can be toggled by 

clicking on one of the two tabs in the bottom left of the SPSS window. 

✓ Data view: Displays the actual data values or defined value labels. The 'Data View' shows 

a spreadsheet view of the cases (rows) and variables (columns). Unlike spreadsheets, the 

data cells can only contain numbers or text, and formulas cannot be stored in these cells. 

http://en.wikipedia.org/wiki/Graphical_user_interface
http://en.wikipedia.org/wiki/Spreadsheet
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One can modify data values in the Data view in many ways like change data values; cut, 

copy and paste data values; add and delete cases; 

✓ Variable view: Displays variable definition information contained or metadata dictionary 

where each row represents a variable and shows the variable name, variable label, value 

label(s), print width, measurement type, and a variety of other characteristics. One can 

modify variable properties in the Variable view for example, add and delete variables, 

change the order of variables etc. 

Cells in both views can be manually edited, defining the file structure and allowing data entry 

without using command syntax. This may be sufficient for small datasets. Larger datasets such 

as statistical surveys are more often created in data entry software, or entered during computer-

assisted personal interviewing, by scanning and using optical character recognition and optical 

marker cognition software, or by direct capture from online questionnaires. These datasets are then 

read into SPSS. Extension of the saved data file will be “.sav”. 

Viewer: All results, tables, and charts performed by different statistical analysis are displayed in 

the Viewer. Extension of the saved output file will be “.spv”. One can use the Viewer to browse 

results, show or hide selected tables and charts, change the display order of results by moving 

selected items or move items between the Viewer and other applications. The output presented in 

Viewer can be edited and saved for later use. A Viewer window opens automatically the first time 

a procedure is run that generates output. The Viewer is divided into two panes: 

✓ The left pane contains an outline view of the contents. One can click an item in the outline 

to go directly to the corresponding table or chart. 

✓ The right pane contains statistical tables, charts, and text output. 

Syntax Editor: The pull-down menu interface generates command syntax: this can be displayed 

in the output. These command syntax can also be pasted into a syntax file in a syntax window 

using the "paste" button present in each menu. One can then edit the command syntax toutilize 

special features of SPSS not available through dialog boxes. These commands can be saved in a 

file for use in subsequent SPSS sessions. Extension of the saved syntax file will be “.sps”. 

Command syntax programming has the benefits of reproducibility, simplifying repetitive tasks, 

http://en.wikipedia.org/wiki/Statistical_survey
http://en.wikipedia.org/w/index.php?title=Data_entry_program&action=edit&redlink=1
http://en.wikipedia.org/wiki/Optical_character_recognition
http://en.wikipedia.org/wiki/Online_questionnaires
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and handling complex data manipulations and analyses. Additionally, some complex applications 

can only be programmed in syntax that are not accessible through the menu structure.  

Pivot Table Editor: The results from most statistical procedures are displayed in pivot tables. 

These pivot tables outputs can be modified in many ways with pivot table editor. One can edit text, 

swap data in rows and columns, create multidimensional tables, and selectively hide and show 

results. Changing the layout of the table does not affect the results. Instead, it's a way to display 

information in a different or more desirable manner. 

Text Output Editor: Text output not displayed in pivot tables can be modified with the Text 

Output Editor. One can edit the output and change font characteristics (type, style, colour, size). 

Chart Editor: High-resolution charts and plots can be modified in chart windows. One can change 

the colours, select different type of fonts and sizes, switch the horizontal and vertical axes, rotate 

3-D scatterplots, and even change the chart type.  

Script Window: It provides the opportunity to write full-blown programs, in a BASIC-like 

language. It is a text editor for syntax composition. Extension of the saved script file will be “.sbs” 

Many features of SPSS Statistics are accessible via pull-down menus or can be programmed with 

a proprietary 4GL command syntax language. Many of the tasks that are to be performed with 

SPSS start with menu selections. Each window has its own menu bar with menu selections 

appropriate for that window type. The various menu options available in SPSS are 

 

Most menu selections open dialog boxes. One can use dialog boxes to select variables and options 

for analysis. Since most procedures provide a great deal of flexibility, not all of the possible choices 

can be contained in a single dialog box.The main dialog box usually contains the minimum 

information required to run a procedure. Additional specifications are made in sub-dialog boxes. 

All these above mentioned options have further sub-options. To see what applications there are, 

we simply move the cursor to a particular option and press, when a drop-down menu will appear. 

To cancel a drop-down menu, place the cursor anywhere outside the option and press the left 

button. 

http://en.wikipedia.org/wiki/4GL
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The three dots after an option term (...) on a drop-down menu, such as Define Variable...option in 

Data option, signifies that a dialog box will appear when this option is chosen. To cancel a dialog 

box, select the Cancel button in the dialog box. A right-facing arrow head after an option term 

indicates that a further submenu will appear to the right of the drop-down menu. An option with 

neither of these signs means that there are no further drop down menus to select. There are five 

standard command pushbuttons in most dialog boxes. 

OK: It runs the procedure. After the variables and additional specifications are selected, click OK 

to run the procedure. 

Paste: It generates command syntax from the dialog box selections and pastes the syntax into a 

syntax window. 

Reset: It deselects any variables in the selected variable list and resets all specifications in the 

dialog box. 

Cancel: It cancels any changes in the dialog box settings since the last time it was opened and 

closes the dialog box. 

Help: It contains information about the current dialog box. 

Entering and Editing Data 

The easiest way of entering data in SPSS is to type it directly into the matrix of columns and 

numbered rows in the Data Editor window. The columns represent variables and the rows 

represent cases. The variables can be defined in the variable view. Variable name must be no 

longer than eight characters and the name must begin with a letter. 

Saving data 

To be able to retrieve a file, the file must be saved with a proper name. The default extension name 

for saving files is sav. To save this file on a floppy disk, we carry out the following sequence: 

→File →Save As... [opens Save Data As dialog box]→box under File Name: delete the 

asterisk and type file name →OK 

The output file can also be printed and saved. The extension name for output file is .spo. 

Retrieving a saved file 

To retrieve this file at a later stage when it is no longer the current file, use the following procedure: 

File→Open→Data...[opens the Open Data File dialog box] →choose drive from options 

listed →type name under File Name: →file name → OK 
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Basic Steps in Data Analysis 

• Get your data into SPSS. You can open a previously saved SPSS data file, read a spreadsheet, 

database, or text data file, or enter your data directly in the Data Editor. 

• Select a procedure. Select a procedure from the menus to calculate statistics or to create a chart. 

• Select the variables for the analysis. The variables in the data file are displayed in a dialog box 

for the procedure. 

• Run the procedure. Results are displayed in the Viewer. 

Statistical Procedures 

After entering the data set in Data Editor or reading an ASCII data file, we are now ready to 

analyze it. The Analyze option has the following sub options: 

Reports, Descriptive Statistics, Tables, Compare means, General Linear model, Mixed Models, 

Correlate, Regression, Log linear, Neural Networks, Classify, Dimension Reduction, Scale, Non 

parametric tests, Forecasting, Time Series, Survival, Multiple response, Missing value analysis, 

Multiple imputation, Complex samples, Quality control, ROC curve. 

 

Reports:  

This submenu provides techniques for reporting the results. The various sub-sub menus under this 

are as follows: 

Codebook reports the dictionary information such as variable names, variable labels, value labels, 

missing values and summary statistics for all or specified variables and multiple response sets in 

the active dataset. For nominal and ordinal variables and multiple response sets, summary statistics 

include counts and percents. For scale variables, summary statistics include mean, standard 

deviation, and quartiles. 
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OLAP (Online Analytical Processing) Cubes procedure calculates totals, means, and other 

univariate statistics for continuous summary variables within categories of one or more categorical 

grouping variables. A separate layer in the table is created for each category of each grouping 

variable. 

Case Summaries calculates subgroup statistics for variables within categories of one or more 

grouping variables. All levels of the grouping variable are cross tabulated. One can choose the 

order in which the statistics are displayed. Summary statistics for each variable across all 

categories are also displayed. With large datasets, one can choose to list only the first n cases. 

Report Summaries in Rows produces reports in which different summary statistics are laid out 

in rows. Case listings are also available from this command, with or without summary statistics. 

Report Summaries in Columns produces reports in which different summary statistics are laid 

out in separate columns. 

Descriptive Statistics:  

This submenu provides techniques for summarizing data with statistics, charts, and reports. The 

various sub-sub menus under this are as follows: 

Frequencies provides information about the relative frequency of the occurrence of each category 

of a variable. This can be used it to obtain summary statistics that describe the typical value and 

the spread of the observations. To compute summary statistics for each of several groups of cases, 

Means procedure or the Explore procedure can be used. 

Descriptives is used to calculate statistics that summarize the values of a variable like the measures 

of central tendency, measures of dispersion, skewness, kurtosis etc. 

Explore produces and displays summary statistics for all cases or separately for groups of cases. 

Boxplots, stem-and leaf plots, histograms, tests of normality, robust estimates of location, 

frequency tables and other descriptive statistics and plots can also be obtained. 

Crosstabs is used to count the number of cases that have different combinations of values of two 

or more variables, and to calculate summary statistics and tests. The variables you use to form the 

categories within which the counts are obtained should have a limited number of distinct values. 

P-P plots provides the cumulative proportions of a variable's distribution against the cumulative 

proportions of the normal distribution. 
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Q-Q plots provide the quantiles of a variable's distribution against the quantiles of the normal 

distribution. 

Tables: 

Custom Tables submenu provides attractive, flexible displays of frequency counts, percentages 

and other statistics. 

Compare Means:  

This submenu provides techniques for testing differences among two or more means for both 

independent and related samples. 

Means computes summary statistics for a variable when the cases are subdivided into groups based 

on their values for other variables. 

One-Sample t Test procedure tests whether the mean of a single variable differs from a specified 

constant. For each test variable: mean, standard deviation, and standard error of the mean.  

Independent Sample t test is used if two unrelated samples come from populations with the same 

mean. The observations should be from two unrelated groups, and for testing, the mean must be 

an appropriate summary measure for the variable to be compared in the two groups. For more than 

two independent groups, the One-way ANOVA option could be used. 

Paired Sample t test is used to compare the means of the same subjects in two conditions or at 

two points in time i.e. to compare subjects who had been matched to be similar in certain respects 

and then to test if two related samples come from populations with the same mean. The related, or 

paired, samples often result from an experiment in which the same person is observed before and 

after an intervention. If the distribution of the differences of the values between the members of a 

pair is markedly non-normal you should consider one of the nonparametric tests. 

One-Way ANOVA is used to test that several independent groups come from populations with 

the same mean. To see which groups are significantly different from each other, multiple 

comparison procedures can be used through Post Hoc Multiple Comparison option which consist 

of the options like Least-significant difference, Duncan’s multiple range test, Scheffe etc. The 

contrast analysis can also be performed in order to compare the different groups or treatments by 

using the Contrast option. The data obtained using completely randomized design can be analyzed 

through this option. 

 



 

 
 

24 

General Linear Model 

This submenu provides techniques for testing univariate and multivariate Analysis-of-Variance 

models, including repeated measures.  

Univariate sub-option could be used to analyze the experimental designs like Completely 

randomized design, Randomized block design, Latin square design, Designs for factorial 

experiments etc. The covariance analysis can also be performed and alternate methods for 

partitioning sums of squares can be selected. If only some of the interactions of a particular order 

are to be included, the Custom procedure should be used. If there is only one factor then One-Way 

ANOVA procedure should be used. 

Multivariate analyses analysis-of-variance and analysis-of-covariance designs when you have 

two or more correlated dependent variables. Multivariate analysis of variance is used to test 

hypotheses about the relationship between a set of interrelated dependent variables and one or 

more factor or grouping variables. For example, you can test whether verbal and mathematical test 

scores are related to instructional method used, sex of the subject, and the interaction of method 

and sex. This procedure should be used only if there are several dependent variables which are 

related to each other. For a single dependent variable or unrelated dependent variables, the 

Univariate ANOVA procedures can be adopted. If the same dependent variable is measured on 

several occasions for each subject, the Repeated Measures procedure is to be used. 

Repeated Measures is used to test hypotheses about the means of a dependent variable when the 

same dependent variable is measured on more than one occasion for each subject. Subjects can 

also be classified into mutually exclusive groups, such as males or females, or type of job held. 

Then you can test hypotheses about the effects of the between-subject variables and the within-

subject variables, as well as their interactions. 

Correlate  

This submenu provides measures of association for two or more variables measured at the interval 

level. 

Bivariate calculates matrices of Pearson product-moment correlations, and of Kendall and 

Spearman nonparametric correlations, with significance levels and optional univariate statistics. 

The correlation coefficient is used to quantify the strength of the linear relationship between two 

variables. The Pearson correlation coefficient tshould be used only for data measured at the 
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interval or ratio level. Spearman and Kendall correlation coefficients are nonparametric measures 

which are particularly useful when the data contain outliers or when the distribution of the 

variables is markedly non-normal. Both the Spearman and Kendall coefficients are based on 

assigning ranks to the variables. 

Partial calculates partial correlation coefficients that describe the relationship between two 

variables, while adjusting for the effects of one or more additional variables. If the value of a 

dependent variable from a set of independent variables is to be predicted then the Linear 

Regression procedure may be used. If there are no control variables then the Bivariate Correlations 

procedure can be adopted. Nominal variables should not be used in the partial correlation 

procedure. 

Distances calculate statistics measuring either similarities or dissimilarities (distances), either 

between pairs of variables or between pairs of cases. These similarity or distance measures can 

then be used with other procedures, such as factor analysis, cluster analysis, or multidimensional 

scaling, to help analyze complex datasets. Dissimilarity (distance) measures for interval data are 

Euclidean distance, squared Euclidean distance, Chebychev, block, Minkowski, or customized; 

for count data, chi-square or phi-square; for binary data, Euclidean distance, squared Euclidean 

distance, size difference, pattern difference, variance, shape, or Lance and Williams. Similarity 

measures for interval data are Pearson correlation or cosine; for binary data, Russel and Rao, 

simple matching, Jaccard, etc. 

Regression 

This submenu provides a variety of regression techniques, including linear, logistic, nonlinear, 

weighted, and two-stage least-squares regression. 

Linear is used to examine the relationship between a dependent variable and a set of independent 

variables. If the dependent variable is dichotomous, then the logistic regression procedure should 

be used. If the dependent variable is censored, such as survival time after surgery, use the Life 

Tables, Kaplan-Meier, or proportional hazards procedure. 

Curve Estimation produces curve estimation regression statistics and related plots for 11 different 

curve estimation regression models. A separate model is produced for each dependent variable. 

One can also save predicted values, residuals, and prediction intervals as new variables. 
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Logistic estimates regression models in which the dependent variable is dichotomous. If the 

dependent variable has more than two categories, use the Discriminant procedure to identify 

variables which are useful for assigning the cases to the various groups. If the dependent variable 

is continuous, use the Linear Regression procedure to predict the values of the dependent variable 

from a set of independent variables. In recent versions there are two options Binary Logistic as 

well as Multinomial Logistic. 

Probit performs probit analysis which is used to measure the relationship between a response 

proportion and the strength of a stimulus. For example, the probit procedure can be used to examine 

the relationship between the proportion of plants dying and the strength of the pesticide applied or 

to examine the relationship between the proportion of people buying a product and the magnitude 

of the incentive offered. The Probit procedure should be used only if the response is dichotomous 

buy/not buy, alive/dead--and several groups of subjects are exposed to different levels of some 

stimulus. For each stimulus level, the data must contain counts of the totals exposed and the totals 

responding. If the response variable is dichotomous but you do not have groups of subjects with 

the same values for the independent variables you should use the Logistic Regression procedure. 

Nonlinear estimates nonlinear regression models, including models in which parameters are 

constrained. The nonlinear regression procedure can be used if one knows the equation whose 

parameters are to be estimated and the equation cannot be written as the sum of parameters times 

some function of the independent variables. In nonlinear regression the parameter estimates are 

obtained iteratively. If the function is linear, or can be transformed to a linear function, then the 

Linear Regression procedure should be used. 

Weight Estimation estimates a linear regression model with differential weights representing the 

precision of observations. This command is in the Professional Statistics option. If the variance of 

the dependent variable is not constant for all of the values of the independent variable, weights 

which are inversely proportional to the variance of the dependent variable can be incorporated into 

the analysis. This results in a better solution. The Weight Estimation procedure can also be used 

to estimate the weights when the variance of the dependent variable is related to the values of an 

independent variable. If you know the weights for each case you can use the linear regression 

procedure to obtain a weighted least squares solution. The linear regression procedure provides a 

large number of diagnostic statistics which help you evaluate how well the model fits your data. 
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2-Stage Least Squares performs two-stage least squares regression for models in which the error 

term is related to the predictors. This command is in the Professional Statistics option. For 

example, if you want to model the demand for a product as a function of price, advertising 

expenses, cost of the materials, and some economic indicators, you may find that the error term of 

the model is correlated with one or more of the independent variables. Two-stage least squares 

allows you to estimate such a model. 

The Loglinear submenu provides general and hierarchical log-linear analysis and logitanalysis. 

Classify 

This submenu provides cluster and discriminant analysis. 

Two Step Cluster performs Two Step Cluster Analysis procedure which is an exploratory data 

analysis tool designed to reveal natural clustering within a dataset that would otherwise not be 

apparent. The algorithm employed by this procedure has several desirable features that 

differentiate it from traditional clustering techniques. The Log-likelihood and Euclidean Distance 

Measures are used as the similarity measure between two clusters. 

K-means Cluster performs cluster analysis using an algorithm that can handle large numbers of 

cases, but that requires you to specify the number of clusters. The goal of cluster analysis is to 

identify relatively homogeneous groups of cases based on selected characteristics. If the number 

of clusters to be formed is not known, then Hierarchical Cluster procedure can be used. If the 

observations are in known groups and one wants to predict group membership based on a set of 

independent variables, then the Discriminant procedure can be used. 

Hierarchical Cluster combines cases into clusters hierarchically, using a memory-intensive 

algorithm that allows you to examine many different solutions easily. 

Discriminant is used to classify cases into one of several known groups on the basis of various 

characteristics. To use the Discriminant procedure the dependent variable must have a limited 

number of distinct categories. Independent variables that are nominal must be recoded to dummy 

or contrast variables. If the dependent variable has two categories, Logistic Regression can be 

used. If the dependent variable is continuous one may use Linear Regression. 

Nearest Neighbor performs Nearest Neighbor Analysis for classifying cases based on their 

similarity to other cases. In machine learning, it was developed as a way to recognize patterns of 

data without requiring an exact match to any stored patterns, or cases. Similar cases are near each 
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other and dissimilar cases are distant from each other. Thus, the distance between two cases is a 

measure of their dissimilarity. 

Dimension Reduction 

This submenu provides factor analysis, correspondence analysis, and optimal scaling. 

Factor is used to identify factors that explain the correlations among a set of variables. Factor 

analysis is often used to summarize a large number of variables with a smaller number of derived 

variables, called factors. 

Correspondence Analysis analyzes correspondence tables (such as cross-tabulations) to best 

measure the distances between categories or between variables. This command is in the Categories 

option. 

Distances compute many different measures of similarity, dissimilarity or distance. Many different 

measures can be used to quantify how much alike or how different two cases or variables are. 

Similarity measures are constructed so that large values indicate much similarity and small values 

indicate little similarity. Dissimilarity measures estimate the distance or unlikeness of two cases. 

A large dissimilarity value tells that two cases or variables are far apart. In order to decide which 

similarity or dissimilarity measure to use, one must consider the characteristics of the data. Special 

measures are available for interval data, frequency counts, and binary data. If the cases are to be 

classified into groups based on similarity or dissimilarity measures, one of the Cluster procedures 

should be used. 

Scale 

This submenu provides reliability analysis and multidimensional scaling. 

Reliability analysis allows tostudy the properties of measurement scales and the items that 

compose the scales. The Reliability Analysis procedure calculates a number of commonly used 

measures of scale reliability and also provides information about the relationships between 

individual items in the scale. This provides several statistics like descriptives for each variable and 

for the scale, summary statistics across items, inter-item correlations and covariances, reliability 

estimates, ANOVA table, intraclass correlation coefficients, Hotelling's T2, and Tukey's test of 

additivity. 
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Nonparametric Tests:  

This submenu provides nonparametric tests for one sample, or for two and more paired or 

independent samples. Legacy dialogs sub-submenu consists following tests 

Chi-Square is used to test hypotheses about the relative proportion of cases falling into several 

mutually exclusive groups. For example, if one wants to test the hypotheses that people are equally 

likely to buy six different brands of cereals, one can count the number buying each of the six 

brands. Based on the six observed counts Chi-Square procedure could be used to test the hypothesis 

that all six cereals are equally likely to be bought. The expected proportions in each of the 

categories don't have to be equal. The hypothetical proportions to be tested should be specified. 

Binomial is used to test the hypothesis that a variable comes from a binomial population with a 

specified probability of an event occurring. The variable can have only two values. For example, 

to test that the probability of an item on the assembly line is defective is one out of ten (p=0.1), 

take a sample of 300 items and record whether each is defective or not. Then use the binomial 

procedure to test the hypothesis of interest. 

Runs is used to test whether the two values of a dichotomous variable occur in a random sequence. 

The runs test is appropriate only when the order of cases in the data file is meaningful. 

1-Sample K-S is used to compare the observed frequencies of the values of an ordinal variable, 

such as rated quality of work, against some specified theoretical distribution. It determines the 

statistical significance of the largest difference between them. In SPSS, the theoretical distribution 

can be Normal, Uniform or Poisson. Alternative tests for normality are available in the Explore 

procedure, in the Summarize submenu. The P-P and Q-Q plots in the Graphs menu can also be 

used to examine the assumption of normality. 

2-Independent Samples is used to compare the distribution of a variable between two non-related 

groups. Only limited assumptions are needed about the distributions from which the sample are 

selected. The Mann-Whitney U test is an alternative to the two sample t-test. The actual values of 

the data are replaced by ranks. The Kolmogorov-Smirnov test is based on the differences between 

the observed cumulative distributions of the two groups. The Wald-Woflowitz runs tests sorts the 

data values from smallest to largest and then performs a runs test on the group’s numbers. The 

Moses Test of Extreme Reaction is used to test for differences in range between two groups. 
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K-Independent Samples is used to compare the distribution of a variable between two or more 

groups. Only limited assumptions are needed about the distributions from which the samples are 

selected. The Kruskal-Wallis test is an alternative to one-way analysis of variance, with the actual 

values of the data replaced by ranks. The Median tests count the number of cases in each group 

that are above and below the combined median, and then performs a chi-square test. 

2 Related Samples is used to compare the distribution of two related variables. Only limited 

assumptions are needed about the distributions from which the samples are selected. The Wilcoxon 

and Sign tests are nonparametric alternative to the paired samples t-test. The Wilcoxon test is more 

powerful than the Sign test. McNemar's testis used to determine changes in proportions for related 

samples. It is often used for "before and after" experimental designs when the dependent variable 

is dichotomous. For example, the effect of a campaign speech can be tested by analyzing the 

number of people whose preference for a candidate changed based on the speech. Using  

McNemar's test you analyze the changes to see if change in both directions is equally likely. 

K Related Samples is used to compare the distribution of two or more related variables. Only 

limited assumptions are needed about the distributions from which the samples are selected. The 

Friedman test is a nonparametric alternative to a single-factor repeated measures analysis of 

variance. You can use it when the same measurement is obtained on several occasions for a subject. 

For example, the Friedman test can be used to compare consumer satisfaction of 5 products when 

each person is asked to rate each of the products on a scale. Cochran's Q test can be used to test 

whether several dichotomous variables have the same mean. For example, if instead of asking each 

subject to rate their satisfaction with five products, you asked them for a yes/no response about 

each, you could use Cochran's test to test the hypothesis that all five products have the same 

proportion of satisfied users. Kendall's W measures the agreement among raters. Each of your 

cases corresponds to a rater, each of the selected variables is an item being rated. For example, if 

you ask a sample of customers to rank 7 ice-cream flavours from least to most liked, you can use 

Kendall's W to see how closely the customers agree in their ratings. 

Forecasting 

This submenu provides create models, seasonal decomposition, spectral analysis, autocorrelations, 

cross-correlations etc. 
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Autocorrelations calculates and plots the autocorrelation function (ACF) and partial 

autocorrelation function of one or more series to any specified number of lags, displaying the Box-

Ljung statistic at each lag to test the overall hypothesis that the ACF is zero at all lags. 

Cross-correlations calculate and plots the cross-correlation function of two or more series for 

positive, negative, and zero lags. 

Spectral analysis calculates and plots univariate or bivariate periodograms and spectral density 

functions, which express variation in a time series (or covariation in two time series) as the sum 

of a series of sinusoidal components. It can optionally save various components of the frequency 

analysis as new series. 

Survival: 

The submenu provides techniques for analyzing the time for some terminal event to occur, 

including Kaplan-Meier analysis and Cox regression. 

Multiple Response: 

This submenu provides facilities to define and analyze multiple-response or multiple-dichotomy 

sets. 

Quality Control submenu provides facilities to for obtaining control charts and Pareto charts. 

Complex Samples submenu provides procedures for Sampling from Complex Designs. The 

Sampling Wizard guides through the steps for creating, modifying, or executing a sampling plan 

file. Before using the Wizard, one should have a well-defined target population, a list of sampling 

units, and an appropriate sample design in mind. 

Other than this Analyze menu there are several other important menus available in SPSS. 

Transform 

Compute calculates the values for either a new or an existing variable, for all cases or for cases 

satisfying a logical criterion. 

Random Number Seed sets the seed used by the pseudo-random number generator to a specific 

value, so that you can reproduce a sequence of pseudo-random numbers. 

Count creates a variable that counts the occurrences of the same value(s) in a list of variables for 

each case. 

Recode into Same Variables reassigns the values of existing variables or collapses ranges of 

existing values into new values. 
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Recode into Different Variables reassigns the values of existing variables to new variables or 

collapses ranges of existing values into new variables. 

Rank Cases creates new variables containing ranks, normal scores, or similar ranking scores for 

numeric variables. 

Automatic Recode reassigns the values of existing variables to consecutive integers in new 

variables. 

Create Time Series creates a time-series variable as a function of an existing series, for example, 

lagged or leading values, differences, cumulative sums. This command is in the Trends option. 

Replace Missing Values substitutes non-missing values for missing values, using the series mean 

or one of several time-series functions. This command is in the Trends option. 

Run Pending Transforms executes transformation commands that are pending due to the 

Transformation Options setting in the Preferences dialog. 

Utilities 

Command Index take you to the dialog box for a command if you know its name in the SPSS 

command language. 

Fonts let you choose a font, style, and size for SPSS Data Editor, output, and syntax windows. 

Variable Information displays the Variables window, which shows information about the 

variables in your working data file, and allows you to scroll the data editor to a specific variable, 

or copy variable names to the designated syntax window. 

File Information displays information about the working data file in the output window. 

Output Page Titles lets you specify a title and subtitle for output from SPSS. They appear in the 

page header, if it is displayed. (Preferences in the Edit menu control the page header.) 

Define Sets defines sets of variables for use in other dialog boxes. 

Use Sets lets you select which defined sets of variables should appear in the source-variable lists 

of other dialog boxes. 

Grid Lines turns grid lines on and off in the Data Editor window. This command is available when 

the Data Editor is active. 

Value Labels turns on and off the display of Value Labels (instead of actual values) in the Data 

Editor window. When Value Labels are displayed you can edit data with a pop-up menu of labels. 

This command is available when the Data Editor is active. 
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Auto New Case turns on and off the automatic creation of new cases by cursor movement below 

the last case in the Data Editor window. This command is available when the Data Editor is active. 

Designate Window designates the active window to receive output from SPSS commands (if it is 

an output window); or to receive commands pasted from dialog boxes (if it is a syntax window). 

You can also designate a window by clicking the! button on its icon bar. This command is available 

when an output or syntax window is active. 

Graphs 

The Chart Builder available in Graph menu allows to build charts from predefined gallery charts 

or from the individual parts (for example, axes and bars). You build a chart by dragging and 

dropping the gallery charts or basic elements onto the canvas, which is the large area to the right 

of the Variables list in the Chart Builder dialog box.  

Legacy Dialogs submenu provides following graph submenus 

Bar generates a simple, clustered, or stacked bar chart of the data. 

3-D Bar Charts allows to generate bar graph in 3-dimensional axis. 

Line generates a simple or multiple line chart of the data. 

Area generates a simple or stacked area chart of the data. 

Pie generates a simple pie chart or a composite bar chart from the data. 

High-Low plots pairs or triples of values, for example high, low, and closing prices. 

Boxplot generates boxplots showing the median, interquartile range, outliers, and extreme cases 

of individual variables. 

Error Bar Charts plot the confidence intervals, standard errors, or standard deviations of 

individual variables. 

Scatter/dot generates a simple or overlay scatterplot, a scatterplot matrix, or a 3-D scatterplot from 

the data. 

Histogram generates a histogram showing the distribution of an individual variable. 

Practical exercise using SPSS 

Exercise 1: The following data was collected through a pilot sample survey on Hybrid Jowar 

crop on yield and biometrical characters. The biometrical characters were average Plant 

Population (PP), average Plant Height (PH), average Number of Green Leaves (NGL) and Yield 

(kg/plot). 
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S.No. PP PH NGL Yield S.No. PP PH NGL Yield 

1 142.00 0.525 8.2 2.470 24 55.55 0.265 5.0 0.430 

2 143.00 0.640 9.5 4.760 25 88.44 0.980 5.0 4.080 

3 107.00 0.660 9.3 3.310 26 99.55 0.645 9.6 2.830 

4 78.00 0.660 7.5 1.970 27 63.99 0.635 5.6 2.570 

5 100.00 0.460 5.9 1.340 28 101.77 0.290 8.2 7.420 

6 86.50 0.345 6.4 1.140 29 138.66 0.720 9.9 2.620 

7 103.50 0.860 6.4 1.500 30 90.22 0.630 8.4 2.000 

8 155.99 0.330 7.5 2.030 31 76.92 1.250 7.3 1.990 

9 80.88 0.285 8.4 2.540 32 126.22 0.580 6.9 1.360 

10 109.77 0.590 10.6 4.900 33 80.36 0.605 6.8 0.680 

11 61.77 0.265 8.3 2.910 34 150.23 1.190 8.8 5.360 

12 79.11 0.660 11.6 2.760 35 56.50 0.355 9.7 2.120 

13 155.99 0.420 8.1 0.590 36 136.00 0.590 10.2 4.160 

14 61.81 0.340 9.4 0.840 37 144.50 0.610 9.8 3.120 

15 74.50 0.630 8.4 3.870 38 157.33 0.605 8.8 2.070 

16 97.00 0.705 7.2 4.470 39 91.99 0.380 7.7 1.170 

17 93.14 0.680 6.4 3.310 40 121.50 0.550 7.7 3.620 

18 37.43 0.665 8.4 1.570 41 64.50 0.320 5.7 0.670 

19 36.44 0.275 7.4 0.530 42 116.00 0.455 6.8 3.050 

20 51.00 0.280 7.4 1.150 43 77.50 0.720 11.8 1.700 

21 104.00 0.280 9.8 1.080 44 70.43 0.625 10.0 1.550 

22 49.00 0.490 4.8 1.830 45 133.77 0.535 9.3 3.280 

23 54.66 0.385 5.5 0.760 46 89.99 0.490 9.8 2.690 

 

Source: Design Resources Server. Indian Agricultural Statistics Research Institute (ICAR), New 

Delhi 110 012, India. www.iasri.res.in/design (accessed lastly on <05-05-2015>). 

1. Find mean, standard deviation, minimum and maximum values of all the characters. 

2. Find correlation coefficient between each pair of the variables. 
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3. Give a scatter plot of the variable PP with dependent variable yield. 

4. Fit a multiple linear regression equation where yield is dependent variable whereas all 

other characters as independent variables. 

At first enter the entire data in the data editor as given below, 

 

 

 

There are several ways to answer Q no. 1 in SPSS. Commands following first way is as follows, 

Analyze → Descriptive Statistics → Descriptives…→ Put PP, PH, NGL, YLD in the 

variables list→ Choose appropriate options from Options tab→PressContinue→Ok 

 

 

 

 

 

 

 



 

 
 

36 

Output: 

 

 

Another way: 

Analyze → Descriptive Statistics → Explore…→ Put PP, PH, NGL, YLD in the Dependent 

list→ Choose both Statistics and plot→Press Ok 

 

 

 

Output: 
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To answer Q no 2 follow the following steps 

Analyze → Correlate → Bivariate→ Put PP, PH, NGL, YLD in the Valiables list→ Choose 

Pearson’s correlation coefficient→Press Ok 

 

 

Output: 

 

 

To give the scatter plot of the variable PP with dependent variable yield use following steps: 

Graphs → Legacy dialogs→ Scatterplot→ Put PP at Y axis and YLD at X axis→ Press Ok 
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Output: 

 

To fit a multiple linear regression equation taking yield as dependent variable and all other 

characters as independent variables perform following steps 

Analyze → Regression → Linear → Put Yld in Dependent variable and PP, PH, NGL in 

independent variable list → Press Ok 
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Output: 

 

Exercise 2. An experiment was conducted to study the hybrid seed production of bottle gourd 

under open field conditions. The main aim of the investigation was to compare natural pollination. 

The pollination is performed at noon (1-3pm)} under field conditions. The data were collected on 

10 randomly selected plants from each of natural pollination and hand pollination. The data were 

collected on number of fruit set for the period of 45 days, fruit weight (kg), seed yield per plant 

(g) and seedling length (cm). The data obtained is as given below: 

Group No. of fruit 

Set(45days) 

Fruit weight 

(kg) 

Seed yield/plant (g) Seedling length (cm) 

1 8 2.0 148.6 17.0 

1 7 1.9 137.7 16.9 

1 6 1.8 150.9 16.4 

1 8 1.9 173.4 18.4 

1 7 1.8 145.3 18.0 

1 8 1.9 139.1 17.1 

1 7 1.9 151.5 18.3 

1 7 1.8 141.8 19.0 

1 6 1.9 141.4 18.5 

1 7 1.9 139.2 18.7 

2 6.3 2.6 225.6 18.3 

2 6.7 2.8 198.7 18.2 

2 7.3 2.6 231.7 19.2 

2 8 2.6 218.4 19.1 

2 8 2.7 235.2 18.1 

2 8 2.6 217.8 18.6 

2 7.7 2.4 213.2 17.6 

2 7.7 2.7 211.6 19.1 

2 7 2.5 201.1 19.4 

2 8 2.5 215.6 19.5 
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1. Test whether the mean of the population of Seed yield/plant (g) is 200 or not. 

2. Test whether the natural pollination and hand pollination under open field conditions are equally 

effective or are significantly different. 

Test Procedure in SPSS 

1. To test whether the mean of the population of Seed yield/plant (g) is 200 or not use the 

following steps. Select Analyze → Compare Means → One-Sample T Test 

 

This selection displays the following screen 
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Select syp and send it to the test variable(s): box and define the Test Value as 200. Click ok. 

2. To Test whether the natural pollination and hand pollination under open field conditions are 

equally effective or are significantly different. 

Steps: 

1. select Analyze → Compare Means → Independent-Samples T Test. 

2. Select group and send it to the Grouping Variables box. 

3. nfs45, fw, syp,  sl under Test Variables(s) box. 

4. Select Define Groups in the Independent-Samples T Test dialog box. 

5. Use Specified values→ Define Groups as 1 and 2. 

6. Click OK. 
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Test of Significance 
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Introduction 

In applied investigations, once sample data has been gathered through an observational study or 

experiment, statistical inference allows analysts to assess evidence in favor or some claim about 

the population from which the sample has been drawn. The methods of inference used to support 

or reject claims based on sample data are known as tests of significance. For instance, one may 

wish to compare two varieties of wheat with regard to the mean yield per hectare or to know 

if the genetic fraction of the total variation in a strain is more than a given value or to 

compare different lines of a crop in respect of variation between plants within lines. In making 

such comparisons one cannot rely on the mere numerical magnitudes of the index of 

comparison such as the mean, variance or measure of association. This is because each 

group is represented only by a sample of observations and if another sample were drawn the 

numerical value would change. This variation between samples from the same population 

can at best be reduced in a well- designed controlled experiment but can never be eliminated. 

One is forced to draw inference in the presence of the sampling fluctuations which affect 

the observed differences between groups, clouding the real differences. The fact that the 

results of biological experiments are affected by a considerable amount of uncontrolled 

variation makes such tests necessary. These tests enable us to decide on the basis of the sample 

results, if 

i) The deviation between the observed sample statistic and the hypothetical parameter 

value, or 

ii) The deviation between two sample statistics is significant or might be attributed to chance or 

the fluctuation of sampling. 

Every test of significance begins with a null hypothesis H0. H0 represents a theory that has been 

put forward, either because it is believed to be true or because it is to be used as a basis for 

argument, but has not been proved. For example, in a clinical trial of a new drug, the null 
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hypothesis might be that the new drug is no better, on average, than the current drug. We would 

write H0: there is no difference between the two drugs on average. 

 

The alternative hypothesis, H1, is a statement of what a statistical hypothesis test is set up to 

establish. For example, in a clinical trial of a new drug, the alternative hypothesis might be that 

the new drug has a different effect, on average, compared to that of the current drug. We would 

write Ha: the two drugs have different effects, on average. The alternative hypothesis might also 

be that the new drug is better, on average, than the current drug. In this case we would write Ha: 

the new drug is better than the current drug, on average  

In all such situations we set up an exact hypothesis such as, the treatments or variate in question 

do not differ in respect of the mean value, or the variability, or the association between the 

specified characters, as the case may be, and follow an objective procedure of analysis of data 

which leads to a conclusion of either of two kinds: 

i) reject the hypothesis, or 

ii) not reject the hypothesis 

Test of Significance for Large Samples 

For large sample size(n), almost all the distributions can be approximated very closely by a 

normal probability curve, we therefore use the normal test of significance for large samples. 

If t is any statistic (function of sample values), then for large sample 

 ).1,0(~
)(

)(
N

tv

tEt
Z

−
=     

Thus if the discrepancy between the observed and the expected (hypothetical) value of a 

statistic is greater than Z times the standard error (S.E), hypothesis is rejected at  level 

of significance. Similarly if   ),(.)( tESZtEt −  the deviation t - E(t), could have arisen 

due to fluctuations of sampling and the data do not provide any evidence against the null 

hypothesis at 5% level of significance which may, therefore be accepted  at  level  of 

significance. 

Test for Single Mean 

A very important assumption underlying the tests of significance for variables is that the sample 
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mean is asymptotically normally distributed even if the parent population from which the 

sample is drawn is not normal. 

If xi ( i =1, ,n) is a random sample of size n from a normal population with mean and 

variance 
2  then the sample mean is distributed normally with mean and variance n/2  

i.e., )/,(~ 2 nNX   

HO : There is no significant difference between sample mean and population mean .  

Test Statistic:  

 )1,0(~
/

0 N
n

x
Z



−
=  

If 
2  

is unknown, then it is estimated by sample variance i.e., 
2 = s

2 
(for large n). 

Example : A sample of 900 members has a mean of 3.4 cms and standard deviation of 

2.61 cms. Is the sample drawn from a large population of mean 3.25 cms? 

Solution: 

Null hypothesis HO: The sample has been drawn from the population with mean 

= 3.25 cms  

Null hypothesis   H1: 3.25 (two tailed test) 

Here x 3.4 cms., n = 900, = 3.25 cms.,  = 2.61 cms.  

Under HO, z=(3.40-3.25)/(2.61/30)=1.73.  

Since 96.1Z , we conclude that the data does not provide any evidence against the null 

hypothesis HO which may therefore be accepted at 5% level of significance. 

Test for Difference of Means 

Let 1x be the mean of sample of size n1 from a population with mean and variance
2

1  and 

2x  be the mean of sample of size n2 from a population with mean and variance
2

2  

Test statistics for difference of means 

 

 

 If Population variances are known 
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Under null hypothesis H0 =μ1=μ2     

 

 

  If Population variances are unknown 

Under null hypothesis H0 =μ1=μ2    

)1,0(~
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xx
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Test for Single Proportion 

Suppose in a sample of size n, x be the number of persons possessing the given attribute. 

Then observed proportion of success=x/n=P. 

E(p)=E(x/n)=(1/n)E(x)=P(population proportion) and V(p)=PQ/n, Q=1-P. 

The normal test for the proportion of successes becomes  

).1,0(~
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nPQ

Pp

pES

pEp
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=

−
=  

Test for Difference of Proportions  

Suppose we want to compare two populations with respect to the prevalence of a certain attribute 

A. Let x1 (x2) be the number of persons possessing the given attribute A in random sample 

of size n1 (n2) from 1
st 

(2
nd

) population. Then sample proportions will be 

p1= x1/n1 and p2= x2/n2    

V(p1)=P1Q1/n1,  V(p2)=P2Q2/n2,  

Test Statistics 

).1,0(~
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Tests Based on t-Distribution 

Test for an Assumed Population Mean 

Suppose a random sample x1,..,xn of size n (n≥2) has been drawn from a normal population 

whose variance 
2 is unknown. On the basis of this random sample the aim is to test       HO 
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: = O 

        HO : ≠ O  (two-tailed) 

> O  (right-tailed) 

< O  (left-tailed) 

Test statistic: 

1
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/
−
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x
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Test for the Difference of Two Population Means 

Let x1 (x 2 )be the sample mean of a sample of size n1 (n2) from a population with mean  

( ) and variance of the two population be same, which is unknown 

Test statistics  

2
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where 
2
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The procedure for independent samples t-test using SPSS software is given below: 

Data entry in SPSS 
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Analyze>Compare Means>Independent Samples t-test 

Selection of variables 

 

Output 
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  Paired t-test for Difference of Means 

When n1 = n2 = n and the two samples are not independent but the sample observations are 

paired together, then this test is applied. Let (xi, yi), i = 1,..,n be a random sample from 

a bivariate normal population with  parameters  ( 1, 2,
2

1 , 
2

2  ,  ) 

  Let di = xi – yi 

                HO : 1 - 2 = O   

Test statistics 

 1~
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Test of Significance Based on Chi-Square Distribution 

Test for Goodness of Fit 

Chi-square goodness-of-fit test procedure used to perform a hypothesis test about the 

distribution of a qualitative (categorical) variable or a discrete quantitative variable having 

only finitely many possible values. If fi is a set of observed (experimental) frequencies and ei 

is corresponding set of expected (theoretical or hypothetical frequencies) then   

 HO : the fitted distribution is a good fit to the given data 

  H1 : not a good fit. 

Test statistic:  

2

1

1

2
2 ~

)(
−−

=


−

= rn

n

i i

ii

e

ef
  

where r is the number of parameter estimated from the sample, n is the number of classes 

after pooling. Null hypothesis is rejected at level   if calculated value 2 tabulated 

)(2

1  −−rn . 

SPSS Procedure 

Data Weight Cases> Weight cases by frequency> OK 

Analyze>Descriptive Statistics>Crosstabs 
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 Test of Independence 

Another common use of the 
2 test is in testing independence of classifications in what are 

known as contingency tables. When a group of individuals can be classified in two ways, the 

result of the classification in two ways the results of the classification can be set out as follows: 

Contingency table 

Class A1 A2 A3 

B1 n11 n21 n31 
B2 n12 n22 n32 
B3 n13 n23 n33 

 

Such a table giving the simultaneous classification of a body of data in two different ways is 

called contingency table. If there are r rows and c columns the table is said to be an r x c table. 

HO: the attributes are independent H1:      

they are not independent  

Test statistics 
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Null hypothesis is rejected at level   if calculated value 2 tabulated 2

)1)(1( −− cr  

Test of Significance Based on F-Distribution 

Test for the Comparison of Two Population Variances 

A two-sample F-test is used to compare two population variances     when a 

sample is randomly selected from each population. The populations must be independent 

and normally distributed.   

Under null Hypothesis 

Ho=
22

2

2

1  ==  

Test statistics 
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1
 are unbiased estimates of commom 

population variance 
2 obtained from two independent samples  with   The degrees 

of freedom for the numerator is    d.f.N = n1 – 1 and the degrees of freedom for the 

denominator is d.f.D = n2 – 1. 

Test for Homogeneity of Several Population Means 

The test of significance based on t-distribution is an adequate procedure only for testing the 

significance of the difference between two sample means. In a situation when we have three or 

more samples to consider at a time, an alternative procedure is needed for testing the hypothesis 

that all the samples are drawn from the same population i.e. they have the same mean. For 

Example, 5 fertilizers are applied to four plots each of wheat and yield of wheat on each of the 

plot is obtained. The interest is to find whether effects of these fertilizers on the yields are 

significantly different or in other words, whether the samples have come from the same 

normal population. This is done through F-test that uses the technique of Analysis of Variance 

(ANOVA). 

ANOVA is the technique of partitioning the total variability into different known 

components. It consist in the estimation of the amount of variation due to each of the 

independent factors (causes) separately and then comparing these estimates due to 

assignable factors with the estimate due to chance factor or experimental error. The F 

2 2
1 2 and σ σ

2
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statistic used for testing the hypothesis HO: 1 = 2 = k (k>2) is 

F= (Variation among the sample means)/(Variation within the samples)
 

Example 3.3: Ten varieties of wheat are grown in 3 plots each and the following yield in kg 

per hectare is obtained: 

Variety 

     Plots 

 

1 2 3 4 5 6 7 8 9 10 

1 7 7 14 11 9 6 9 8 12 9 

2 8 9 13 1O 9 7 13 13 11 11 

3 7 6 16 11 12 5 11 11 11 11 

 

Test the significance between mean variety yields. 

SPSS Procedure Data 

Entry 
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Analyze<Compare Means<One-Way ANOVA. 

• Select one or more dependent variables. 

• Select a single independent factor variable 

 

 

 

Output 
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Correlation and regression analysis 
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Correlation 

Given a pair of related measures (X and Y) on each of a set of items, the correlation 

coefficient (r) provides an index of the degree to which the paired measures co-vary in a linear 

fashion. In general r will be positive when items with large values of X also tend to have large 

values of Y whereas items with small values of X tend to have small values of Y. Correspondingly, 

r will be negative when Items with large values of X tend to have small values of Y whereas items 

with small values of X tend to have large values of Y. Numerically, r can assume any value 

between -1 and +1 depending upon the degree of the linear relationship. Plus and minus one 

indicate perfect positive and negative relationships whereas zero indicates that the X and Y values 

do not co-vary in any linear fashion. This is also called as Pearson-product- moment correlation 

coefficient. The values of the correlation coefficient have no units. Scatter plot provides a picture 

of the relation, the value of the correlation is the same if you switch the Y (vertical) and X 

(horizontal) measures. 
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For example, several soil properties like nitrogen content, organic carbon content or pH are 

correlated and exhibit simultaneous variation. Strong correlation is found to occur between several 

morphometric features of a tree. In such instances, an investigator may be interested in measuring 

the strength of the relationship. 

Simple Correlation Coefficient 

Let n,,2,1i),y,x( ii = denote a random sample of n observations from a bivariate population. 

The sample correlation coefficient r is estimated by the formula  
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Rank Correlation 

The rank correlation coefficient is usually calculated when it is not convenient, economic, or 

possible to give actual values to variables, but only to assign a rank order to instances of each 

variable. It may also be a better indicator that a relationship exists between two variables when the 

relationship is non-linear. The rank correlation is the Pearson’s product moment correlation 

coefficient and is defined as the correlation between ranks of individuals with respect to two 

characters. This is also known as Spearman’s Rank correlation coefficient and lies between –1 and 

+1.  

If id , i = 1,2,…,n denotes the difference between the ranks of thi  individual and n denotes the 

number of individuals, then the Spearman’s rank correlation coefficient is given by 

)1n(n
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2
i

−



−= = .                

If there is a tie in the ranks, then the ranks assigned is the average of the ranks assigned to these 

individuals had there been no tie. The rank correlation coefficient in case of ties is given by 
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T  s is the number of ties in the X-series and 

im  individuals in the thi  tie; similarly, there are t ties in the Y-series and thj  tie has jm  individuals. 

Testing the Significance of Correlation Coefficient  

Let the population correlation coefficient of X  and Y  be   and r  be the sample correlation 

coefficient based on a sample of n  observations. The test statistic for testing the null hypothesis 

0:H0 =  against the alternative 0:H1   is: 

2r1

2nr
t

−

−
= . 

Comparison of the computed value of t , with the table value of t-distribution with )2n( −

degrees of freedom and at a given level of significance (α), will indicate the existence or non-

existence of correlation. If the computed value of t  exceeds the table value, then 0:H0 =  is 

rejected against the alternative 0:H1  . This can also be used for testing rank correlation. 

To test 00 :H =  against the alternative 01 :H  , Fisher’s z-transformation is first used 

which is given by,  
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where ln indicates natural logarithm.  

 

For testing the null hypothesis, the test statistic is 
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The statistic U follows a standard normal distribution. If 96.1Z  , then the null hypothesis 

00 :H =  is rejected at 5% level of significance. The alternative hypotheses 0  or 0  

can also be tested using one tailed critical points. 
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Partial Correlation 

Let Y, X1 and X2 be three variables, the correlation between the two variables Y and 
1X  after 

removing the linear effect of variable 2X  is called the partial correlation, denoted by the 

symbol 2.1Yr , and is estimated as follows: 

- Regress variable Y on 2X . 

- Regress variable 1X  on 2X . 

- Compute residuals for each of the regression equations. 

- Compute the usual correlation between the two sets of residuals. 

If the ordinary correlation coefficients between Y  and 1X , Y  and 2X , and 1X  and 2X  are written 

as ,r,r 2Y1Y  and 12r  respectively, then the partial correlation coefficient for Y  and 1X  with 2X

held fixed is obtained as follows: 

  

( ) ( )2
12

2
2Y

122Y1Y
2.1Y

r1r1

rrr
r

−−

−
= .              (3) 

The partial correlation coefficients obtained after removing the effect of one variable as discussed 

above are called partial correlation coefficients of order one. In some situations, the partial 

correlation coefficient is to be obtained after eliminating the effects of two or more variables. The 

number of variables that are used for eliminating the effects is known as the order of the partial 

correlation coefficient. 

Regression 

Regression analysis is one of the most widely used techniques for analysing data by 

expressing a relationship between a variable of interest (the response) and a set of related predictor 

variables.  A good account on regression analysis and related topics can be found in Draper and 

Smith (1998) and Montgomery et al. (2001).   In this write-up, some of the detection techniques 

which are useful in detecting the problem of multicollinearity and also some remedial techniques 

for combating them are discussed.  Then variable selection procedures, goodness of fit measures 

for model adequacy and validation are also discussed.  Finally some case studies relating to 

applications of regression models for forecasting purposes are also dealt with. 
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Multicollinearity 

 Regression models are fitted using ordinary least squares (OLS) technique for estimating 

parameters.  The optimality parameters of these parameter estimates are described in an ideal 

setting which are not often realized in practice.  It has been observed that regressions based on 

different subsets of data produce very different results, raising questions of model stability. 

Frequently, we do not have good data in the sense that errors are non-normal or the variance is 

non-homogeneous.   The variable pool may not contain the right variables in the proper functional 

forms and we may have included variables with a high degree of multicollinearity, which may 

cause problems in estimation, prediction and interpretation.  The estimated regression coefficients 

may be unrealistic in magnitude or sign. 

  The use and interpretation of a multiple regression model depends implicitly on the 

assumption that the explanatory variables are not strongly interrelated. In most regression applica-

tions the explanatory variables are not orthogonal.  Usually the lack of orthogonality is not serious 

enough to affect the analysis.  However, in some situations the explanatory variables are so strongly 

interrelated that the regression results are ambiguous.  Typically, it is impossible to estimate the 

unique effects of individual variables in the regression equation.  The estimated values of the 

coefficients are very sensitive to slight changes in the data and to the addition or deletion of variables 

in the equation.  The regression coefficients have large sampling errors, which affect both inference, 

and forecasting that is based on the regression model.  When there are near linear dependencies 

among regressors, then the problem of multicollinearity is said to exist. 

The presence of multicollinearity has a number of potentially serious effects on the least squares 

estimates of regression coefficients as mentioned above.  Some of the effects may be easily 

demonstrated. 

 Suppose there are only two regressor variables, x1 and x2 and a response variable y. Let these 

variables be transformed by employing unit length scaling.  Thus x1i (i=1,2,…,n) will be  

( ) −

−
2
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11

xx
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i

i
 and likewise for x2 and y.  By writing the model y  =  ß1x1 + ß2x2  + e, assuming 

that x1, x2 and y are scaled to unit length, the least squares normal equations are given by 

  (X'X)ß  =  X'y 
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where r12 is the simple correlation between x1 and x2 and rjy is the simple correlation between xj and 

y, j=1,2.  Now the inverse of (X'X) is 
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and the estimates of the regression coefficients are 

 b  =
r  -  r  r

(1 - r ² ) 
,    b  =

r  -  r  r

  (1 - r ² )
1

1y 12 2y

12

2

2y 12 1y

12

 

If there is strong multicollinearity between x1 and x2, then correlation coefficient r12 will be large.  

We see that as |r12| → 1,  V(bj) = Cjj 2 →  and Cov (b1,b2) = C12 2 → ±  depending on whether 

r12 → +1 or -1.  Therefore strong multicollinearity between x1 and x2 results in large variances and 

co-variances for the least squares estimators of the regression coefficients. This implies that different 

samples taken at the same x levels could lead to widely different estimates of the model parameters.  

When there are more than two regressor variables, multicollinearity produces similar effects. 

 Multicollinearity also tends to produce least squares estimates bj that are too large in absolute 

value.  To see this, consider the squared distance from vector b to the true parameter vector ß, for 

example 

 L1
2 = (b-ß)' (b-ß) 

The expected squared distance, E(L1
2), is 

 E(L1
2) = E(b-ß)'(b-ß) 

           =   E(bj-ßj)2 =   V(bj) 

           =  2 Tr (X'X)-1 

where the trace of  matrix (denoted Tr) is just the sum of the main diagonal elements.  When there is 

multicollinearity present, some of the eigen values of X'X will be small.  Since the trace of a matrix 

is also equal to the sum of its eigen values, 

 E(L1²) = 2 
j

p

=


1

(1/ j) 

This implies that the distance from the least squares estimate b to the true parameters ß may be large.  

Equivalently, we can show that 

 E(L1
2) = E(b-ß)' (b-ß) 
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                    = E(b'b - 2b'ß + ß'ß) 

or 

 E(b'b)  =  ß'ß + 2  Tr (X'X)-1 

That is, the vector b is generally longer than vector ß.  This implies that the method of least square 

produces estimated regression coefficients that are too large in absolute value. 

 Let R = (rij) and  R-1 = (rij) denote simple correlation  matrix and  its inverse,  Let   i, 

i=1,2,......,p (p   p-1  .....  1)  denote the eigen values of R.   

Detection of multicollinearity 

The following are some of the measures for detection of multicollinearity. 

1. Simple pairwise correlations 

  |rij| =  1 

2. The squared multiple correlation coefficients 

 Ri
2 = 1 - 1/rii  >  .9 

 Ri
2 denote the squared multiple correlation coefficients for the regression of xi on the 

remaining x variables. 

3. The variance inflation factors 

 VIFi = rii > 10   and 

4. eigen values 

 i  =    0 

 The first of these indicators, the simple correlation coefficients between pairs of independent 

variables rij, may detect a simple relationship between xi and xj. Thus |rij| = 1 implies that the i-th and 

j-th variables are nearly proportional. 

 The second set of indicators, Ri
2, the squared multiple correlation coefficient for the 

regression of xi on the remaining x variables indicate the degree to which xi is explained by a linear 

combination of all of the other input variables. 

 The third set of indicators, the diagonal elements of the inverse matrix, which have been 

labelled as the variance Inflation Factors (VIFi).  The term arises by noting that with standardised 

data (mean zero and unit sum of squares), the variance of the least squares estimate of the i-th 

coefficient is proportional to rii, VIFi > 10 is probably based on the simple relation between Ri and 

VIFi.  That is VIFi > 10 corresponds to Ri
2 > .9. 

 Fourthly, a linear relationship among the input variables may be detected and estimated from 

the eigen analysis of R.  The presence of an eigen-value near zero is a useful indicator of 

multicollinearity.  The corresponding eigen-vector will suggest the nature of the linear relation.  This 
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follows from the definition which says that t'iRti  =  (Xstti)' (Xstti)  =  i.  Here Xst is the nxp matrix 

of standardized data (constant column deleted). i = 0 implies Xstti = 0, ti, i=1,2,...,p denote 

ortho-normal set of eigen vectors.  That is with ti=(tij,j=1,....,p) the suggested relation is t Xij

j

p

stj

=

 =
1

0  

where xstj is a standardized input variable.  For non-zero, but small eigen-values, the magnitude of 

the eigen-value provides a measure of the degree of the multicollinearity.  For the eigen-values of R, 

it has been found that i  =  10-3   max is an indication of a fairly strong collinearity.  The 

decomposition of R into its eigen-values and eigen-vectors has two disadvantages.  First, it requires 

the formation of R and, second, if X is nearly degenerate, the eigen-analysis is not stable.  As 

somewhat more stable alternative, the singular-value decomposition of Xst may be preferred.  This 

is given by Xst = UDT' where U'U = T'T = I and D = Diag (i).  i's are called the singular values of 

Xst and are the square roots of the eigen-values of R(i = i).  T is the matrix of eigen-vectors.  Not 

all variables need be involved in the collinearity and relative sizes of the large components of ti 

suggest the coefficients in the linear relation. 

 In order to pinpoint which variables contribute for the greater effect of multicollinearity, 

Belsley’s procedure) for detection of multicollinearity is employed and is available is standard 

statistical packages such as SAS and SPSS whose steps are given below: 

(i) Find the sums of squares of each regressor columns in the X matrix of order nxp. 

(ii) Column equilibrate the X matrix i.e. divide each of its elements by the square root of the 

corresponding S.S. obtained in step (i). Let this be denoted by W. 

(iii)  Find the eigenvalues and eigenvectors of W`W.  Arrange the eigenvectors as a V matrix. 

(iv)  Find the condition indices from the eigenvalues, say, 1, 2, …, p of the W`W matrix by using 

the formula i = sqrt(max) / sqrt(i) , i=1,2,3,4,5 

(v)   Transform the V matrix into ‘Proportion of variance’ matrix as follows:− 

(a) Square the elements of each column (eigenvector) and divide by corresponding i. 

(b) Sum the rows of the resultant matrix obtained in step (a). 

(c) Divide the elements of the matrix obtained in step (a) by the corresponding row sums obtained 

in step (b).  Ensure that the row sums of the resultant matrix sums to unity. 

(d) Transpose matrix obtained in step (c) and arrange the condition indices obtained in step (iv) as a 

first column to form a table as follows. 
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Condition 

index i 

Proportions of 

V(1) V(2) V(3) ... V(p) 

1 q11 q21 q31 … qp1 

2 q12 q22 q32 … qp2 

3 q13 q23 q33 … qp3 

... ... ... ... ... ... 

p q1p q2p q3p … qpp 

Column 

sums 

1 1 1 1 1 

 

Examining the above proportional decomposition table  of variance of regression coefficients can be 

done to detect possible dependencies between the regressors.  Large condition indices i indicate 

dependencies, large proportions qij within the corresponding rows indicate the X columns that are 

candidates for the dependencies.  Low condition indices rows are examined also   High qij in these 

rows indicate the non-involvement in dependencies of the corresponding columns of X. 

Methods for dealing with multicollinearity 

 Estimation methods such as ridge regression and principal components regression in place 

of ordinary least squares regression are specifically resorted to to combat the problems induced by 

multicollinearity.  However, these procedures yield biased estimators of regression coefficients.   

Variable selection 

Let Y be the response variable and (X1, X2, …… , Xp) be independent variables. Ideally, for a 

good model the functional form should be correct and the underlying assumptions should not be 

violated.  Variable selection is the process of determining the appropriate subset of that should be 

used in the model given a pool of candidate regressors that are the possible influential factors.  But 

while selecting the subset of independent variables one should ensure the concept of ‘parsimony’ 

to satisfy  the conflicting objectives, viz., (i) include as many as regressors as possible so that the 

information content is best used and (ii) include minimum number of regressors in order not to 

estimate more number of parameters or else the variance of the predicted values increases.  For 

variable selection, either resort to subset regression models (all possible regressions) or use one of 
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the three stepwise regression methods. viz. stepwise selection, forward selection, backward 

selection which are discussed in the following two subsections.   

Subset regression models 

This procedure requires that the analyst fit all the regression equations involving one candidate 

regressor, two candidate regressors, and so on.  These equations are evaluated according to some 

suitable criterion and the ‘best’ regression model selected.  The criteria for evaluating subset 

regression models are briefly discussed.   

A measure of the adequacy of a regression model that has been most widely used is the 

coefficient of multiple determination R2.   

Stepwise regression models 

(i) Forward Selection procedure 

This procedure begins with the assumption that there are no regressors in the model other 

than the intercept.  An effort is made to find an optimal subset by inserting regressors into the 

model one at a time.  The first regressor selected for entry into the equation is the one that has the 

largest simple correlation with the response variable y.  Suppose that this regressor is x1.  This is 

also the regressor that will produce the largest value of the F−statistic for testing significance of 

regression.  This regressor is entered if the F−statistic exceeds a preselected F−value, say FIN (or 

F−to enter).  The second regressor chosen for entry is the one that now has the largest correlation 

with y after adjusting for the effect of the first regressor entered (x1) on y.  We refer to these 

correlations as partial correlations.  They are the simple correlations between the residuals from 

the regression 110 xˆˆŷ  +=  and the residuals from the regressions of the other candidate 

regressors on .K.,.....,3,2j,xˆˆx̂say,x 1j1j0j1 =+=    Suppose that at step two the regressor 

with the highest partial correlation with y is x2.  This implies that the largest partial F−statistic is  
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If this F value exceeds FIN, then x2 is added to the model.  In general at each step the regressor 

having the highest partial correlation with y (or equivalently the largest partial F−statistic given 
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the other regressors already in the model) is added to the model if its partial F−statistic exceeds 

the preselected entry level FIN.  The procedure terminates either when the partial F−statistic at a 

particular step does not exceed FIN, or when the last candidate regressor is added to the model. 

(ii) Backward Selection procedure 

Forward selection begins with no regressors in the model and attempts to insert variables 

until a suitable model is obtained.  Backward elimination attempts to find a good model by working 

in  the opposite direction.  That is, we begin with a model that includes all K candidate regressors.  

Then the partial F−statistic is computed for each regressor as if it were the last variable to enter 

the model.  The smallest of these partial F−statistics is compared with a preselected value, FOUT 

(or F−to−remove), for example, and if the smallest partial F−value is less than FOUT that regressor 

is removed from the model.  Now a regression model with K−1 regressors is fit, the partial 

F−statistics for this new model calculated, and the procedure repeated.  The backward elimination 

algorithm terminates when the smallest partial F−value is not less than the preselected cutoff value 

FOUT. Backward elimination is often a very good variable selection procedure.  It is particularly 

favored by analysts who like to see the effect of including all the candidate regressors, just so that 

nothing “obvious” with be missed. 

(iii) Stepwise Selection procedure 

Stepwise regression is a modification of forward selection in which at each step all 

regressors entered into the model previously are reassessed via their partial F−statistics.  A 

regressor added at an earlier step may now be redundant because of the relationships between it 

and regressors now in the equation.  If the partial F−statistic for a variable is less than FOUT, that 

variable is dropped from the model.  Stepwise regression requires two cutoff values, FIN and FOUT.  

Some analysts prefer to choose FIN = FOUT, although this is not necessary.  Frequently we choose 

FIN > FOUT, making it relatively more difficult to add a regressor than to delete one. 

The criteria for evaluating subset regression models are the coefficient of multiple 

determination R2, adjusted R2, Residual Mean Square, Mallow’s Cp statistic and the PRediction 

Error Sum of Squares (PRESS). 
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Adequacy and validation of regression models 

As mentioned elsewhere, many assumptions has to hold good in regression analysis such as the 

relationship between y and x’s is linear., the errors have zero mean and constant variance, the 

errors are uncorrelated, the errors are normally distributed etc.  For checking whether these 

assumptions are adequately satisfied by any fitted regression model we resort to residual analysis.  

Residuals are defined as  

iŷiyie −= , i = 1,2, … , n. 

where yi is an observation and iŷ is the corresponding fitted value.  Analysis of the residuals is an 

effective method for discovering several types of model deficiencies.  Residuals have zero mean 

and approximate average variance as  

( ) ( ) ( ) ( ) EMS2nESS2n2
i

e
n

i

2n2eie =−=−=

=

−−   

The n residuals are not independent as they have (n−2) d.f.  This non−independence of the residuals 

has little effect on their use for investigating model adequacy as long as n is not small.   Sometimes 

it is useful to work with the standardised residuals  

EMSieit = , i = 1,2, …, n.  The standardised residuals have zero mean and unit standard 

deviation.  If the errors are normally distributed, 95 per cent of residuals should lie between –2 and 

+2. 

 Residual plots are useful for detecting validity of assumptions on errors and model 

adequacy.  Some important residual plots for detecting model inadequacies are: 

(i) Normal probability plot:− It displays the cumulative normal distribution as a straight line 

whose slope measures the standard deviation and whose intercept reflects the mean, thus a failure 

of the residuals to be normally distributed will often reveal itself as a departure of the cumulative 

residual plot from a straight line. 

(ii) Plot of residuals against fitted values, Ŷ : The plot of residuals against the fitted values iŷ  

is very useful in this context.  Any asymmetry of the distribution of the residuals about zero 

suggests a problem with the model or the basic assumptions.  If this plot indicates that the residuals 

can be contained in a horizontal band, then there are no obvious model defects.  Sometimes the 

patterns indicate that variance of the errors is not constant.  An outward-opening funnel pattern 
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implies that the variance is an increasing function of y.  A double bow pattern often occurs when 

y is a proportion between zero and one.  The variance of a binomial proportion near 0.5 is greater 

than near 0 or 1.  The usual approach to dealing with inequality of variance is to apply a suitable 

transformation to either the regressor or the response variable or to use the method of weighted 

least squares.  In practice, transformations on the response are generally employed to stabilize 

variance.  A curved plot indicates nonlinearity.  This could mean that other regressor variables are 

needed in the model.  For example, a squared term may be necessary (refer section 4).  

Transformations on the regressor and/or the response variable may also be required. 

(iii) Plot of residuals against independent variable: Standardised residuals are plotted against 

the independent variable.  This plot reveal model mis-specification.  No trend is evidence of correct 

model specification. 

(iv) Residuals in time sequence: Standardized residuals are plotted against time sequence (if 

known).  The time sequence plot of residuals may indicate that the errors at one time period are 

correlated with those at other time periods.  The correlation between model errors at different time 

periods is called autocorrelation.  The presence of auto−correlation in the errors is a serious 

violation of the basic assumptions. 

(v) Partial residuals plots: Partial residual plot shows relationship between y after removing 

the effect of other regressions xi on response y in presence of other variables.  Partial residual plot 

is useful in detecting outliers and inequality of variance. 

 Once the model is developed, it should be validated before its release to the user.  For this, 

stability of the model is to be tested in order to see that, given a different sample how the model 

behaves.  Some guidelines are: 

1. Inspection/analysis of the regression coefficients of the model and predicted values:−  

Estimated regression coefficients should be studied with respect to magnitudes, signs and 

standards errors.  Coefficients of unexpected signs or that are too large in absolute value often 

indicate either an inappropriate model or poor estimates.  The predicted values of Y can also 

provide a measure of model validity.  

2. Collection of fresh data with which to investigate the models predictive performance: 

Directly compare the model predictions against the collected fresh data.  In situations where two 

or more alternative regression models have been developed from the data, comparing the 
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prediction performance of these models on fresh data may provide a basis for a final model 

selection.  In many situations, collecting fresh data is not always possible.  So we go for data 

splitting. 

3. Data splitting: Split the data into two parts one for model development (estimation set) and 

another to check predictive ability (validation set).  In case of time series data, fit the model till 

some years and validate for the remaining years.  In case of cross−sectional data, randomly select 

a subset for model development and use the remaining subset for validation purpose.  

Applications of regression models for forecasting purposes 

Let the response variable (variable to be forecasted) be denoted by Y and the set of 

predictor variables by, X 1 , X 2 , …, X
p

, where p denotes the number of predictor variables. The 

true relationship between Y and (X 1 , X 2 ,…,X
p

) can be approximated by the multiple linear 

regression (MLR) model given by Y=β 0 +β1  X 1 +β 2 X 2 +…. +β
p

 X
p
+ ε..  Here ß0 and ßi (i=1, 

2,…,p) are the parameters to be estimated and ε is random error. The usual assumptions about this 

model are that the relationship of the response Y to the predictors X 1 , X 2 ,…,X
p

is linear in the 

regression parameters β 0 , β 1 ,…, β
p

, the errors are assumed to be independently and identically 

distributed (iid) normal random variables with mean zero and  a common variance σ
2

, the errors 

are independent of each other (their pair-wise covariances are zero) and that the predictor variables 

X 1 , X 2 ,…,X p  are non-random and measured without error etc. 

Multiple Linear Regression (MLR) models using plant characters 

In the crop yield forecasting context, let Y and Xi (i=1,2,…,p) be crop yield and plant biometrical 

characters respectively. The plant characters could be average plant height, number of ear heads / 

panicles etc. depending upon the crop in question. Consider Dataset-1 with X1 (number of 

plants/plot).and X2 (average sugarcane height in metres) at seven months after planting & Y (yield 

in kg/ha) at harvest.  Fit a MLR model of Y upon X1 and X2 using the first 15 data points.  In 

SPSS, go to Analyse -> Regression -> Linear and choose method as ‘Enter’.  The fitted model will 

be like Y=b0+b1*X1+b2*X2.  Now, for the 16th observation plug the values of X1 and X2 in this 
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fitted model to get forecast for the 16th observation and compare it with the actual value of 64.87 

kg/ha.. 

Weather indices based MLR Models 

This is a model similar to the one used in previous subsection except that weather variables are 

used .in place of plant characters. However, instead of using the predictor weather variables as 

such, suitable transformations are made to construct ‘weather indices’ which in turn are used as 

predictor variables.  The model is given by 

e+Z∑a+∑ Za+a=Y ij

p

j≠i
ij

p

1=i
ii0 where   ∑ Xr=Z

m

1=w
iwiwi ; jwiw

m

1=w
ijwij XX∑ r=Z  

with Y  and e denote the crop yield/ pest count (dependent variable) and random error, 
ijwiw rr /

denotes correlation coefficient of Y with ith weather variable/ product of ith and jth weather variables 

in wth week and m and p denote week of forecast and number of weather variables used 

respectively.  Here Zi's and Zij's are the independent variables which are functions of the basic 

weather variables like, say, maximum temperature, minimum temperature, rainfall, relative 

humidity etc.   
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Introduction 

 A Time Series (TS) is a sequence of observations ordered in time. Mostly these 

observations are collected at equally spaced, discrete time intervals.  When there is only one 

variable upon which observations are made then we call them a single time series or more 

specifically a univariate time series.  A basic assumption in any time series analysis/modeling is 

that some aspects of the past pattern will continue to remain in the future.  Also under this set up, 

often the time series process is assumed to be based on past values of the main variable but not 

on explanatory variables which may affect the variable/ system.   So the system acts as a black 

box and we may only be able to know about ‘what’ will happen rather than ‘why’ it happens.  So 

if time series models are put to use, say, for instance, for forecasting purposes, then they are 

especially applicable in the ‘short term’.  Here it is tacitly assumed that information about the 

past is available in the form of numerical data.  Ideally, at least 50 observations are necessary for 

performing TS analysis/ modeling, as propounded by Box and Jenkins who were pioneers in TS 

modeling. 

As far as utility of time series modeling in agriculture is concerned, its application in the 

area of statistical forecast modeling needs hardly any emphasis.  Lack of timely forecasts of, say, 

agricultural production, especially short-term forecasts has often proved to be a major handicap to 

planners.  Various statistical approaches viz. regression, time series and stochastic approaches are 

in vogue for arriving at crop forecasts. Every approach has its own advantages and limitations.  

Time series models have advantages in certain situations.  They can be used more easily for 

forecasting purposes because historical sequences of observations upon study variables are readily 

available from published secondary sources.  These successive observations are statistically 

dependent and time series modeling is concerned with techniques for the analysis of such 

dependencies. Thus in time series modeling, the prediction of values for the future periods is based 

on the pattern of past values of the variable under study, but not generally on explanatory variables 
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which may affect the system. There are two main reasons for resorting to such time series models.  

First, the system may not be understood, and even if it is understood it may be extremely difficult 

to measure the cause and effect relationship, second, the main concern may be only to predict what 

will happen and not to know why it happens. Many a time, collection of information on causal 

factors (explanatory variables) affecting the study variable(s) may be cumbersome /impossible and 

hence availability of long series data on explanatory variables is a problem.  In such situations, the 

time series models are a boon for forecasters. 

Time series components 

 Over a period of time, a time series is very likely to show a tendency to increase or to 

decrease otherwise termed as an upward or downward trend respectively.  One should not loose 

sight of the underlying factors that sometimes may cause such trend like growth in population, 

price changes etc.  Technological developments and adoption patterns have been affecting 

agriculture so as to increase output enormously.  Not always keeping pace with them, but induced 

by them, have been changes in the main variable under study.  Not all historical series show upward 

trends.  Some, like plant disease incidence exhibit a generally downward trend.  This particular 

declining trend is attributable to better and more widely available advisory and extension services 

or due to good government policies.  An economic series may have a downward trend because a 

better or cheaper substitute may be available. 

 The trend analysis should be compatible with the behavior of the forces which is measured.  

For instance, if it is desired to extend the trend for the purposes of forecasting, the trend and its 

extension should conform to expectations dictated by logic.  However, if our objective is solely a 

historical study, the future behavior of the trend is not so important.  Series are sometimes 

encountered which appear to have had a trend of one type during one part of the period and a 

different trend of the same, or a different, type during another part of the period.  In a dynamic 

world, the forces in operation are seldom allowed to work out their full effects before other factors 

make themselves felt.  As a result, any trend may be appropriate in a sense for only a relatively 

short period. 

 Many techniques such as time plots, auto-correlation functions, box plots and scatter plots 

abound for suggesting relationships with possibly influential factors.  For long and erratic series, 

time plots may not be helpful.  Alternatives could be to go for smoothing or averaging methods 
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like moving averages exponential smoothing methods etc. In fact, if the data contains considerable 

error, then the first step in the process of trend identification is smoothing. 

 

An important step in analyzing time series data is to consider the types of data patterns, so that the 

models most appropriate to those patterns can be utilized. Four types of time series components 

can be distinguished.   They are  

(i) Horizontal − when data values fluctuate around a constant value 

(ii) Trend − when there is long term increase or decrease in the data 

(iii)Seasonal − when a series is influenced by seasonal factor and recurs on a regular periodic basis 

(iv) Cyclical − when the data exhibit rises and falls that are not of a fixed period 

Note that many data series include combinations of the preceding patterns. After separating 

out the existing patterns in any time series data, the pattern that remains unidentifiable form the 

‘random’ or ‘error’ component.  Time plot (data plotted over time) and seasonal plot (data plotted 

against individual seasons in which the data were observed) help in visualizing these patterns while 

exploring the data.  

Moving average methods 

Before discussing any decomposition method, the method of moving averages is discussed as this 

will be used in the former. 

(i) Simple moving averages 

 A moving average (MA) is simply a numerical average of the last N data points.  There are 

prior MA, centered MA etc. in the time series literature.  In general, the moving average at time t, 

taken over N periods, is given by  

where Yt is the observed response at time t.  Another way of stating the above equation is  

Mt
[1] = Mt−1

[1] + (Yt−Yt−N ) / N   

At each successive time period the most recent observation is included and the farthest observation 

is excluded for computing the average. Hence the name ‘moving’ averages. 

N

Y.......YY
M 1Nt1tt]1[

t
+−− +++

=
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(ii) Double moving averages 

 The simple moving average is intended for data of constant and no trend nature.  If the data 

have a linear or quadratic trend, the simple moving average will be misleading. 

In order to correct for the bias and develop an improved forecasting equation, the double moving 

average can be calculated.  To calculate this, simply treat the moving averages M t
[1] over time as  

individual data points and obtain a moving average of these averages. 

(iii) Centered moving averages 

 In order to ensure that the average was centered at the middle of the data values being 

averaged, the order or span or term k of the moving average (MA) in principle required to be an 

odd number. This issue of not able to use any general span (read even number) can be overcome 

by taking an additional 2-period moving average of the k-period moving average denoted by 2 x 

k MA.   The centered MA can be thought of as a weighted MA, where the weights of the first and 

last terms will be different from those of the other terms.  Thus, a 2 x k MA smother is equivalent 

to a weighted MA of order k+1 with weights 1/k for all observations except for the first and last 

observations in the average, which have weights 1/2k.  For instance, if a 2 x 4 MA i.e. a centered 

4 MA was used with quarterly data each quarter would be given equal weight.  The ends of the 

moving average will apply to the same quarter in consecutive years. So each quarter receives the 

same weight with the weight for the quarter at the ends of the moving average split between the 

two years.  It is this property that makes 2 x 4 MA very useful for estimating a trend-cycle in the 

presence of quarterly seasonality.  The seasonal variation with slightly longer or a slightly shorter 

MA will still retain some seasonal variation.  An alternative to a 2 x 4 MA for quarterly data is a 

2 x 8 MA or 2 x 12 MA which will also give equal weights to all quarters and produce a smoother 

fit than the 2 x 4 MA.  Other MAs tend to be contaminated by the seasonal variation, although 

many times do not seem to be particularly serious.    

The following is useful in discussing weighted and centered MAs.  Let Y1, Y2, Y3, Y4 and 

Y5 etc. till TN be the given time series data for N time periods.  Thus to calculate a 4-term MA for 

the data, the trend-cycle at time period 3 could be calculated as either 

(Y1 + Y2 + Y3 + Y4) /4  = T2.5 (say) or (Y2 + Y3 + Y4 +Y5) /4  = T3.5 (say).  That is, for the period 

3, whether to include two terms on the left and two terms on the right or the other way is a problem.  

The centre of the first Ma is at 2.5 (half a period early) while the centre of the second Ma is at 3.5 
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(half a period late).  However, the average of the two MAs is centered at 3, just where it should 

be. This can be done by using a centered MA i.e. T3 = (T2.5 + T3.5)  /2 = (Y1 + 2Y2 + 2Y3 + 2Y4 

+Y5)/8.  Here note that the first and last terms have the weights of 1/8 and all other terms have 

weights of double that value i.e. ¼.  Therefore, a 2 x 4 MA smoother is equivalent to a weighted 

MA of order 5.   

Classical time series decomposition methods 

Decomposition methods are among the oldest approaches to time series analysis.  A crude 

yet practical way of decomposing the original data (including the cyclical pattern in the trend itself) 

is to go for a seasonal decomposition either by assuming an additive or multiplicative model such 

as 

Yt = Tt + St + Et   or Yt = Tt . St . Et 

where  Yt -  Original time series data 

Tt -  Trend component 

St –  Seasonal component 

Et –  Error/ Irregular component 

If the seasonal variations of a time series increases as the level of the series increases then 

one has to go for a multiplicative model else an additive model. Alternatively, an additive 

decomposition of the logged values of the time series can also be done. The decomposition 

methods may enable one to study the time series components separately or will allow workers to 

de-trend or to do seasonal adjustments if needed for further analysis.  The steps involved in above 

two classical decomposition methods will be discussed in detail and other methods and 

developments will be stated in brief subsequently. 

Earlier workers observed that when an underlying pattern exists in a data series, that pattern 

can be distinguished from randomness by smoothing (averaging) past values.  This concept was 

exploited in the methods such as moving averages, exponential smoothing methods to eliminate 

randomness so the pattern can be projected into the future and used as forecast models. 

Decomposition methods usually try to identify two separate components i.e. trend-cycle and 

seasonality of the basic underlying pattern that tend to characterize economic and business series. 

The seasonal factor relate to periodic fluctuations of constant length that are caused by such things 
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as weather factors, month of the year, timing of holidays and corporate policies. Thus the given 

time series data is divided as pattern plus error.   

The several approaches that exist in decomposing time series data, albeit with a theoretical 

weakness from a statistical point of view, is based on one common premise that the separation is 

empirical and consists of first removing the trend-cycle, then isolating the seasonal component. 

Another key step in all decomposition methods involves smoothing the original data.  Any residual 

is assumed as ‘irregular’ or ‘remainder’ component identified as the difference between the 

combined effect of the two subpatterns of the series and the actual data.   

 (i) Additive decomposition 

Consider a time series which is additive in nature with seasonal period 12 such that 

Yt = Tt + St + Et   .   

The steps involved are 

1. The trend cycle Tt is computed using a centered MA i.e. a 2 x 12 MA.  

2. The de-trended series is computed by subtracting the trend-cycle component from the data, 

leaving the seasonal and irregular terms.  That is, Yt - Tt = St + Et.   

3. For calculating the seasonal component, assuming that the same is constant from year to year, 

gather all the de-trended values for a given month and take the average. The seasonal 

component St is obtained by stringing together this set of 12 values called seasonal indices (one 

for each month) repeated the same for each year of data. 

4. Finally, the irregular series Et is computed by simply subtracting the estimated seasonality and 

trend – cycle from the original data series. 

(ii) Multiplicative decomposition 

Consider a time series with periodicity 12 which is multiplicative in nature in the sense that the 

seasonal variation increases with the level of the series i.e. Yt = Tt * St * Et.  To illustrate the same, 

consider the following eight years monthly data which shows such a pattern whose time plot is 

also given. 
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 1 2 3 4 5 6 7 8 9 10 11 12 

2001 112 118 132 129 121 135 148 148 136 119 104 118 

2002 115 126 141 135 125 149 170 170 158 133 114 140 

2003 145 150 178 163 172 178 199 199 184 162 146 166 

2004 171 180 193 181 183 218 230 242 209 191 172 194 

2005 196 196 236 235 229 243 264 272 237 211 180 201 

2006 204 188 235 227 234 264 302 293 259 229 203 229 

2007 242 233 267 269 270 315 364 347 312 274 237 278 

2008 284 277 317 313 318 374 413 405 355 306 271 306 

 

 

The steps involved are 

1. The trend cycle Tt is computed using a centered MA i.e. a 2 x 12 MA. The calculations required 

are shown in columns 2 and 3 of the following table yielding Tt as in col. 3. There are 6 values 

missing both at the beginning and the end because of the averaging procedure used.  

  col.1 col.2 col.3 col.4 col.5 col.6 col.7 

  Yt 

12 

MA Tt=2x12MA detrended St Et Tt*St*Et 

2000 1 112 -      

 2 118 -      

 3 132 -      

 4 129 -      

 5 121 -      

 6 135 -      
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 7 148 126.67 126.79 116.73 119.97 0.010 148.00 

 8 148 126.92 127.25 116.31 118.80 0.010 148.00 

 9 136 127.58 127.96 106.28 105.64 0.010 136.00 

 10 119 128.33 128.58 92.55 92.01 0.010 119.00 

 11 104 128.83 129.00 80.62 79.80 0.010 104.00 

 12 118 129.17 129.75 90.94 90.53 0.010 118.00 

2001 1 115 130.33 131.25 87.62 91.09 0.010 115.00 

 2 126 132.17 133.08 94.68 90.30 0.010 126.00 

 3 141 134.00 134.92 104.51 103.22 0.010 141.00 

 4 135 135.83 136.42 98.96 98.63 0.010 135.00 

 5 125 137.00 137.42 90.96 97.88 0.009 125.00 

 6 149 137.83 138.75 107.39 109.89 0.010 149.00 

 7 170 139.67 140.92 120.64 119.97 0.010 170.00 

 8 170 142.17 143.17 118.74 118.80 0.010 170.00 

 . . - - . . . . 

2. The de-trended series is computed as the ratio of actual-to-moving averages which are given 

in column 4 of the above table.   Thus the resultant values Rt =  (Yt / Tt )= St * Et  isolates the 

additional two components of the time series. 

3. For calculating the seasonal component, assuming that the same is constant from year to year, 

gather all the de-trended values (see col. 4) for a given month and take the average. The 

seasonal component St is obtained by stringing together this set of 12 values called seasonal 

indices (one for each month given in bold values in col. 5) repeated the same for each year of 

data (as given in col. 5 of the above table).   

4. Finally, the irregular series Et is computed simply as the ratio of the original data to the 

estimated seasonality and trend – cycle components as (Yt /St * Tt).  Thus apart from de-

trending, the data has also been de-seasonalised. 

Exponential smoothing methods 

Depending upon whether the data is horizontal, or has trend or has also seasonality the following 

methods are employed for forecasting purposes. 

(i) Single Exponential Smoothing ( SES) 

For non-seasonal time series data in which there is no trend, simple exponential smoothing 

(SES) method due to Brown in 1959 can be employed.  Let the observed time series up to time 

period t upon a variable Y be denoted by y1, y2, …, yt. Suppose the forecast, say, yt (1), of the next 

value yt+1 of the series (which is yet to be observed) is to be found out. Similarly, given data up to 

time period (t-1), the forecast for the next time t is denoted by yt-1 (1). When the observation yt 
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becomes available, the forecast error is found to be yt − yt-1(1). Thereafter method of simple or 

single exponential smoothing takes the forecast for the previous period and adjusts it using the 

forecast error to find the forecast for the next period, i.e. 

yt (1)= yt -1 (1) + α [yt− yt-1 (1)] 

where  is the smoothing constant (weight) which lies between 0 and 1.  

As this procedure works best for data with no trend, it is applicable only for one period 

ahead forecasting and hence for longer range, say, h periods ahead, the forecast function is ‘flat’ 

i.e. yt(h) = yt(1) for h=2,3,…  It is emphasized here that this model is a recursive one and is 

mathematical in nature.  Note that the choice of  should be based on the criterion that yields the 

smallest Mean Squared Error (MSE) value.  Also to start the iterative method, a value of the 

forecast for the initial period has to be supplied by the user.  However, as the weight attached to 

this value is small, its effect on the ultimate forecast will be negligible. 

Note that the choice of  has considerable impact on the forecast.  A large value of (say 

0.9) gives very little smoothing in the forecast, whereas a small value of (say 0.1) gives 

considerable smoothing.  Alternatively, one can choose  from a grid of values (say =0.1, 0.2, 

…,0.9) and choose the value that yields the smallest MSE value.  If you expand the above model 

recursively then Ft+1 will come out to be a function of , past yt values and F1.  So, having known 

values of  and past values of yt our point of concern relates to initializing the value of F1.  One 

method of initialization is to use the first observed value Y1 as the first forecast (F1=Y1) and then 

proceed.  Another possibility would be to average the first four or five values in the data set and 

use this as the initial forecast.  However, because the weight attached to this user-defined F1 is 

minimal, its effect on Ft+1 is negligible.   

(ii)  Double Exponential Smoothing (DES) 

The SES method extended by Holt in 1957 to linear exponential smoothing has been 

employed for forecasting non-seasonal time series data with trends. The forecast is found using 

two smoothing constants,  and  (with values between 0 and 1), and three equations: 

Level:   lt = α yt +(1− α)(lt−1 + bt−1) 

Trend:   bt = β(lt − lt−1)+(1− β)bt−1 

Forecast: yt(h)= lt + bth 
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Here lt denotes the level of the series at time t and bt denotes the trend (additive) of the series at 

time t.  The optimal combination of smoothing parameters  and  should be chosen from a grid 

of values (both  and  ranging between 0 and 1) which correspond to the least MSE over 

observations of the model data set. 

The smoothing parameters (weights)  and  can be chosen from a grid of values (say, each 

combination of =0.1, 0.2, …, 0.9 and =0.1, 0.2,…, 0.9) and then select the combination of   

and  which correspond to the lowest MSE. 

(iii) Triple Exponential Smoothing (TES)  

If the data have no trend or seasonal patterns, then SES is appropriate. If the data exhibit a 

linear trend, Holt’s method is appropriate. But if the data are seasonal, these methods, on their 

own, cannot handle the problem well. Holt’s method was extended by Winters in 1960 to capture 

seasonality directly. The Winters’ method is based on three smoothing equations—one for the 

level, one for trend, and one for seasonality. It is similar to Holt’s method, with one additional 

equation to deal with seasonality. There are two different Winters’ methods, depending on whether 

seasonality is modeled in an additive or multiplicative way.  The basic equations for Winters’ 

multiplicative method are given by 

Level:  lt = α 
m-t

t

s

y
+(1− α)(lt−1 + bt−1) 

Trend:  bt = β (lt − lt−1)+(1− β)bt−1 

Seasonal:  st = γ yt / (lt−1 + bt−1)+(1− γ)st−m  

Forecast:  yt(h)=(lt + bt h)st−m+h 

and the basic equations for Winters’ additive method are as follows: 

Level:  lt = α ( )m-ts−ty  +(1− α)(lt−1 + bt−1) 

Trend:  bt = β (lt − lt−1)+(1− β)bt−1 

Seasonal:  st = γ (yt - lt−1 - bt−1) + (1− γ) s t−m  

Forecast:  yt(h)=(lt + bt h) + st−m+h 

where m is the length of seasonality (e.g. number of, say, months or ‘seasons’ in a year), lt repre-

sents the level of the series, bt denotes the trend of the series at time t, st is the seasonal component, 

and yt(h) is the forecast for h periods ahead. As with all exponential smoothing methods, we need 

initial values of the components and parameter values. 
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Stationarity of a TS process 

A TS is said to be stationary if its underlying generating process is based on a constant 

mean and constant variance with its autocorrelation function (ACF) essentially constant through 

time.  Thus, if we consider different subsets of a realization (time series ‘sample’) the different 

subsets will typically have means, variances and autocorrelation functions that do not differ 

significantly.   

A statistical test for stationarity is the most widely used Dickey Fuller test.  To carry out 

the test, estimate by OLS the regression model  

            y't =  y t -1+b 1y’ t -2+…+ b  p y’ t -p  

where y't  denotes the differenced series (yt -yt -1).  The number of terms in the regression, p, is 

usually set to be about 3.  Then if  is nearly zero the original series yt needs differencing.  And if 

 <0 then yt is already stationary.   

Autocorrelation functions 

(i) Autocorrelation  

Autocorrelation refers to the way the observations in a time series are related to each other and is 

measured by the simple correlation between current observation (Yt) and observation from p 

periods before the current one (Yt−p ). That is for a given series Yt, autocorrelation at lag p is the 

correlation between the pair (Yt , Yt−p ) and is given by 

It ranges from −1 to +1.  Box and Jenkins has suggested that maximum number of useful rp are 

roughly N/4 where N is the number of periods upon which information on yt is available.    

(ii) Partial autocorrelation  

Partial autocorrelations are used to measure the degree of association between y t and y t-p when 

the y-effects at other time lags 1, 2, 3,…, p-1 are removed.  
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(iii) Autocorrelation function (ACF) and partial autocorrelation function(PACF) 

Theoretical ACFs and PACFs (Autocorrelations versus lags) are available for the various models 

chosen (say, see Pankratz, 1984) for various values of orders of autoregressive and moving 

average components i.e. p and q.  Thus compare the correlograms (plot of sample ACFs versus 

lags) obtained from the given TS data with these theoretical ACF/PACFs, to find a reasonably 

good match and tentatively select one or more ARIMA models.  The general characteristics of 

theoretical ACFs and PACFs are as follows:- (here ‘spike’ represents the line at various lags in 

the plot with length equal to magnitude of autocorrelations) 

Model ACF PACF 

AR Spikes decay towards zero Spikes cutoff to zero 

MA Spikes cutoff to zero Spikes decay to zero 

ARMA Spikes decay to zero Spikes decay to zero 

 

Description of ARIMA representation 

(i) ARIMA modeling 

  In general, an ARIMA model is characterized by the notation ARIMA (p,d,q) where,

 p, d and q denote orders of auto-regression, integration (differencing) and moving average 

respectively.  In ARIMA parlance, TS is a linear function of past actual values and random shocks.  

For instance, given a time series process {yt}, a first order auto-regressive process is denoted by 

ARIMA (1, 0, 0) or simply AR(1) and is given by  

             y t  =   +  1y t-1 +  t                                                        

and a first order moving average process is denoted by ARIMA (0,0,1) or simply MA(1) and is 

given by  

             y t  =   -  1  t-1 +  t                                                                                                

Alternatively, the model ultimately derived, may be a mixture of these processes and of higher 

orders as well.  Thus a stationary ARMA (p, q) process is defined by the equation 

             y t =  1y t-1+ 2y t-2+…+   p y t-p - 1  t-1- 2  t-2+…- q  t-q + t                                  

where  t’s are independently and normally distributed with zero mean and constant variance  2 

for t = 1,2,...n.  Note here that the values of p and q, in practice lie between 0 and 3.  The degree 

of differencing of main variable yt will be discussed in section 7 (i)). 
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(ii) Seasonal ARIMA modeling 

Identification of relevant models and inclusion of suitable seasonal variables are necessary for 

seasonal  

The Seasonal ARIMA i.e. ARIMA (p,d,q) (P,D,Q)s model is defined by 

 p (B) P (Bs)  d s D y t =  Q (Bs)  q (B)  t                                    

where  

 p (B) = 1 - 1B-….-pB p,    q (B) = 1-1B-…-qBq 

 P (Bs) = 1-1 Bs-…-P BsP ,  Q (Bs) = 1- 1 Bs-…-Q BsQ 

B is the backshift operator (i.e. B y t= y t-1, B 2y t  = y t-2 and so on), ’s’ the seasonal lag and  ‘ t’ a 

sequence of independent normal error variables with mean 0 and variance 2. 's and 's are 

respectively the seasonal and non-seasonal autoregressive parameters. 's and 's are respectively 

seasonal and non-seasonal moving average parameters.   p and q are orders of non-seasonal 

autoregression and moving average parameters respectively whereas P and Q are that of the 

seasonal  auto regression  and moving average parameters respectively.  Also d and D denote non-

seasonal and seasonal differences respectively.   

The art of ARIMA model building 

(i) Identification   

The foremost step in the process of modeling is to  check for the stationarity of the series, as the 

estimation procedures are available only for stationary series. There are two kinds of stationarity, 

viz., stationarity in ‘mean’ and stationarity in ‘variance’. A cursory look at the graph of the data 

and structure of autocorrelation and partial correlation coefficients may provide clues for the 

presence of stationarity.  Another way of checking for stationarity is to fit a first order 

autoregressive model for the raw data and test whether the coefficient    ‘1’ is less than one.  If 

the model is found to be non-stationary, stationarity could be achieved mostly by differencing the 

series.  Or go for a Dickey Fuller test( see section 4).    This is applicable for both seasonal and 

non-seasonal stationarity. 

Thus, if ‘X t’ denotes the original series, the non-seasonal difference of first order is 

              Y t = X t – X t-1                                                                  

followed by the seasonal differencing (if needed) 

               Z t = Yt – Y t—s   = (X t – X t-1) – (X t-s  - Xt-s-1)                                  
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The next step in the identification process is to find the initial values for the orders of seasonal 

and non-seasonal parameters, p, q, and P, Q.  They could be obtained by looking for significant 

autocorrelation and partial autocorrelation coefficients (see section 5 (iii)).  Say, if second order 

auto correlation coefficient is significant, then an AR (2), or MA (2) or ARMA (2) model could 

be tried to start with.  This is not a hard and fast rule, as sample autocorrelation coefficients are 

poor estimates of population autocorrelation coefficients. Still they can be used as initial values 

while the final models are achieved after going through the stages repeatedly. 

Note that usually up to order 2 for p, d, or q are sufficient for developing a good model in practice.   

(ii) Estimation 

At the identification stage one or more models are tentatively chosen that seem to provide 

statistically adequate representations of the available data.  Then we attempt to obtained precise 

estimates of parameters of the model by least squares as advocated by Box and Jenkins.  Standard 

computer packages like SAS, SPSS etc. are available for finding the estimates of relevant 

parameters using iterative procedures.   The methods of estimation are not discussed here for 

brevity. 

(iii) Diagnostics 

Different models can be obtained for various combinations of AR and MA individually and 

collectively.  The best model is obtained with following diagnostics. 

(a) Low Akaike Information Criteria (AIC)/ Bayesian Information Criteria (BIC)/ 

Schwarz-Bayesian Information Criteria (SBC) 

 AIC is given by AIC = (-2 log L + 2 m) where m=p+ q+ P+ Q and L is the likelihood 

function.  Since -2 log L is approximately equal to {n (1+log 2π) + n log σ2} where σ2 is the model 

MSE, AIC can be written as AIC={n (1+log 2π) + n log σ2 + 2 m}and because first term in this 

equation is a constant, it is usually omitted while comparing between models.  As an alternative 

to AIC, sometimes SBC is also used which is given by SBC = log σ2 + (m log n) /n. 

(b) Plot of residual ACF 

 Once the appropriate ARIMA model has been fitted, one can examine the goodness of fit 

by means of plotting the ACF of residuals of the fitted model.  If most of the sample 

autocorrelation coefficients of the residuals are within the limits N/96.1±  where N is the 
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number of observations upon which the model is based then the residuals are white noise 

indicating that the model is a good fit. 

(c) Non-significance of auto correlations of residuals via Portmonteau tests (Q-tests 

based on Chisquare statistics)-Box-Pierce or Ljung-Box texts 

After tentative model has been fitted to the data, it is important to perform diagnostic 

checks to test the adequacy of the model and, if need be, to suggest potential improvements.  One 

way to accomplish this is through the analysis of residuals. It has been found that it is effective to 

measure the overall adequacy of the chosen model by examining a quantity Q known as Box-

Pierce statistic (a function of autocorrelations of residuals) whose approximate distribution is chi-

square and is computed as follows: 

where summation extends from 1 to k with k as the maximum lag considered, n is the number 

of observations in the series, r (j) is the estimated autocorrelation at lag j; k can be any positive 

integer and is usually around 20.  Q follows Chi-square with (k-m1) degrees of freedom where 

m1 is the number of parameters estimated in the model.  A modified Q statistic is the Ljung-box 

statistic which is given by 

The Q Statistic is compared to critical values from chi-square distribution. If model is correctly 

specified, residuals should be uncorrelated and Q should be small (the probability value should be 

large). A significant value indicates that the chosen model does not fit well. 

All these stages require considerable care and work and they themselves are not exhaustive.  
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Introduction 

Regression analysis is a method for investigating functional relationships among variables. 

The relationship is expressed in the form of an equation or a model connecting the response or 

dependent variable and one or more explanatory or predictor variables.  Most of the variables in 

this model are quantitative in nature. Estimation of parameters in this regression model is based 

on four basic assumptions.  First, response or dependent variable is linearly related with 

explanatory variables. Second, model errors are independently and identically distributed as 

normal variable with mean zero and common variance.  Third, independent or explanatory 

variables are measured without errors.  The last assumption is about equal reliability of 

observations.   

In case, our response variable in model is qualitative in nature, then probabilities of falling 

this response variable in various categories can be modeled in place of response variable itself, 

using same model but there are number of constraints in terms of assumptions of multiple 

regression model.  First, since the range of probability is between 0 and 1, whereas, right hand side 

function in case of multiple regression models is unbounded.  Second, error term of the model can 

take only limited values and error variance are not constants but depends on probability of falling 

response variable in a particular category. 

Generally, conventional theory of multiple linear regression (MLR) analysis has been 

applied for a quantitative response variable, while for the qualitative response variable or more 

specifically for binary response variable it is better to consider alternative models. As for example, 

considering following scenarios:  

• A pathologist may be interested whether the probability of a particular disease can be 

predicted using tillage practice, soil texture, date of sowing, weather variables etc. as predictor 

or independent variables.  
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• An economist may be interested in determining the probability that an agro-based industry 

will fail given a number of financial ratios and the size of the firm (i.e. large or small). 

Usually discriminant analysis could be used for addressing each of the above problems. 

However, because the independent variables are mixture of categorical and continuous variables, 

the multivariate normality assumption may not hold. Structural relationship among various 

qualitative variables in the population can be quantified using number of alternative techniques.  

In these techniques, primary interest lies on dependent factor which is dependent on other 

independent factors. In these cases the most preferable technique is either probit or logistic 

regression analysis as it does not make any assumptions about the distribution of the independent 

variables.  The dependent factor is known as response factor.  In this model building process, 

various log odds related to response factors are modelled.  As a special case, if response factor has 

only two categories with probabilities p1 and p2 respectively then the odds of getting category one 

is (p1 / p2).  If log (p1 / p2) is modelled using ANalysis Of VAriance (ANOVA) type of model, it 

is called logit model. Again, if the same model is being treated as regression type model then it is 

called logistic regression model.  In a real sense, logit and logistic are names of transformations. 

In case of logit transformation, a number p between values 0 and 1 is transformed with log {p/(1-

p)}, whereas in case of logistic transformation a number x between - ∞ to + ∞ is transformed with 

{ex /(1 + ex)}  function.  It can be seen that these two transformation are reverse of each other i.e. 

if logit transformation is applied on logistic transformation function, it provides value x and 

similarly, if logistic transformation is applied to logit transformation function it provides value p.  

Apart from logit or logistic regression models, other techniques such as CART i.e. Classification 

And Regression Trees can also be used to address such classification problems.  A good account 

of literature on logistic regression are available, to cite a few, Fox(1984), Klienbaum (1994) etc.  

Violation of Assumptions of Linear Regression Model when Response is Qualitative                                                                                                                               

Linear regression is considered in order to explain the constraints in using such model when 

the response variable is qualitative. Consider the following simple linear regression model with 

single predictor variable and a binary response variable: 

             i 0 1 i iY =β +β X +ε  , i = 1, 2, …, n     

where the outcome Yi is binary (taking values 0,1), 2
i εε ~ N (0,σ )  ,   and   are independent and n is 

the number of observations.  
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Let  iπ  denote the probability that Yi =1 when Xi = x, i.e. 

                      i i i iπ = P(Y =1|X = x) = P(Y =1)                                                            

thus          i iP(Y = 0) =1-π       .                           

Under the assumption iE(ε ) 0= , the expected value of the response variable is  

i i i iE(Y ) =1.(π ) +0.(1-π ) = π  

If the response is binary, then the error terms   can take on two values, namely, 

                      i iε 1 π= −       when Yi =1 

                       i iε π= −      when Yi =0 

Because the error is dichotomous (discrete), normality assumption is violated. Moreover, the error 

variance is given by: 

                                  
2 2

i i i i i

i i

V(ε ) π (1-π ) (1-π )(-π )

π (1-π )

= +

=
 

It can be seen that variance is a function of  iπ 's  and it is not constant. Therefore the assumption 

of homoscadasticity (equal variance) does not hold. 

Binary Logistic regression 

Logistic regression is normally recommended when the independent variables do not 

satisfy the multivariate normality assumption and at the same time the response variable is 

qualitative.  Situations where the response variable is qualitative and independent variables are 

mixture of categorical and continuous variables, are quite common and occur extensively in 

statistical applications in agriculture, medical science etc. The statistical model preferred for the 

analysis of such binary (dichotomous) responses is the binary logistic regression model, developed 

primarily by a researcher named Cox during the late 1950s.   Processes producing sigmoidal or 

elongated S-shaped curves are quite common in agricultural data. Logistic regression models are 

more appropriate when response variable is qualitative and a non-linear relationship can be 

established between the response variable and the qualitative and quantitative factors affecting it.  

It addresses the same questions that discriminant function analysis and multiple regression do but 

with no distributional assumptions on the predictors. In logistic regression model, the predictors 

need not have to be normally distributed, the relationship between response and predictors need 
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not be linear or the observations need not have equal variance in each group etc.  A good account 

on logistic regression can be found in Fox (1984) and Kleinbaum (1994). 

The problem of non-normality and heteroscadasticity (see section 2) leads to the non-

applicability of least square estimation for the linear probability model. Weighted least square 

estimation, when used as an alternative, can cause the fitted values not constrained to the interval 

(0, 1) and therefore cannot be interpreted as probabilities. Moreover, some of the error variance 

may come out to be negative. One solution to this problem is simply to constrain π to the unit 

interval while retaining the linear relation between π and regressor X within the interval. Thus      

0 1

0 1 0 1

0 1

0 ,β +β X 0

π = β +β X ,0 β +β X 1

1 ,β +β X 1




 
 

 

However, this constrained linear probability model has certain unattractive features such as abrupt 

changes in slope at the extremes 0 and 1 making it hard for fitting the same on data. A smoother 

relation between π and X is generally more sensible. To correct this problem, a positive monotone 

(i.e. non-decreasing) function is required to transform (β0 + β1xi) to unit interval. Any cumulative 

probability distribution function (CDF) P, meets this requirement. That is, respecify the model as 

πi = P (β0 + β1xi). Moreover, it is advantageous if P is strictly increasing, for then, the 

transformation is one-to-one, so that model can be rewritten as P-1(πi) = (β0 + β1xi), where  P-1 is 

the inverse of the CDF P. Thus the non-linear model for itself will become both smooth and 

symmetric, approaching π = 0 and   π = 1 as asymptotes. Thereafter maximum likelihood method 

of estimation can be employed for model fitting. 

Properties of Logistic Regression Model 

The Logistic response function resembles an S-shape curve, a sketch of which is given in 

the following figure. Here the probability π initially increases slowly with increase in X, and then 

the increase accelerates, finally stabilizes, but does not increase beyond 1.      
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The shape of the S-curve can be reproduced if the probabilities can be modeled with only one 

predictor variable as follows: 

-zπ = P(Y=1|X= x) = 1/(1+e )     

where z = β0 + β1x, and e is the base of the natural logarithm. Thus for more than one (say r) 

explanatory variables, the probability π is modeled as  

1 1 r r

-z

π = P(Y=1|X = x ...X = x )

=1/(1+e )
 

where     0 1 1 r rz = β +β x +...+β x . 

This equation is called the logistic regression equation. It is nonlinear in the parameters β0, β1… 

βr.  Modeling the response probabilities by the logistic distribution and estimating the parameters 

of the model constitutes fitting a logistic regression. The method of estimation generally used is 

the maximum likelihood estimation method.  

 To explain the popularity of logistic regression, let us consider the mathematical form on 

which the logistic model is based. This function, called f (z), is given by   

                 f (z) = 1/ (1+e-z) , -∞ < z < ∞                                                                   

Now when z = -∞, f (z) =0 and when z = ∞, f (z) =1. Thus the range of f (z) is 0 to1. So the logistic 

model is popular because the logistic function, on which the model is based, provides  

• Estimates that lie in the range between zero and one.  
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• An appealing S-shaped description of the combined effect of several explanatory variables 

on the probability of an event. 

Maximum Likelihood Method of Estimation of Logistic Regression 

  For simplicity, a simple binary logistic regression model with only one explanatory 

variable is considered. The model is given by 

         

where z = β0 + β1xi, and e is the base of the natural logarithm. The binary response variable Yi 

takes only two values (say 0 and 1). Since each Yi observation is an ordinary Bernoulli random 

variable, where: 

               P (Yi = 1) = πi  

  and       P (Yi = 1) = 1 - πi,  

the probability distribution function is represented as follows: 

                                                           

Since ’s are independent, then the joint probability density function is:                                                                      

                                                             

Since E (Yi) = πi, for a binary variable it follows that 

                           

Then, 

                    

Hence the log likelihood function can be expressed as follows: 

                       

-z
i i i iπ = P(Y =1|X = x ) = 1/(1+e )    

i iY 1-Y
i i i i if (Y )= π (1- π ) ,Y = 0,1;i=1,2,...,n

iY

i i

i i

n n
Y 1-Y
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e 1 n e i i

i=1

n

i e i i
i=1

g(Y ...Y ) = f (Y ) = π (1- π )

log g(Y ...Y ) = log π (1- π )

= Y log π /(1-π )
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where L (β0, β1) replaces g (Y1… Yn) to show explicitly that the function can now be viewed as 

the likelihood function of the parameters to be estimated, given the sample observations.  

 The maximum likelihood estimates β0 and β1 in the simple logistic regression model are 

those values of β0 and β1 that maximize the log-likelihood function. No closed-form solution exists 

for the values of β0 and β1 that maximize the log-likelihood function. Computer intensive 

numerical search procedures are therefore required to find the maximum likelihood estimates 

and . Standard statistical software programs such as SAS (PROC LOGISTIC), SPSS (Analyze- 

Regression-Binary Logistic) provide maximum likelihood estimates for logistic regression. Once 

these estimates and  are found, by substituting these values into the response function the 

fitted response function, say, , can be obtained. The fitted response function is as follows:  

                                                                                            

When log of the odds of occurrence of any event is considered using a logistic regression model, 

it becomes a case of logit analysis.  Here the thus formed logit model will have its right hand side 

as a linear regression equation. 

Model Validation 

 The model validation can be done by employing various tests on any fitted logistic 

regression model. The tests related to the significance of the estimated parameters, goodness of fit 

and predictive ability of the models are discussed subsequently. 

Testing the overall significance of model 

Wald, Likelihood ratio and Score tests are three commonly used tests for testing the overall 

significance of the logistic regression model.  

Wald test Let β̂  be the vector of parameter estimates obtained. Let a set of restrictions be imposed 

in the form of a hypothesis H0: β = 0. If the restrictions are valid, then at least approximately β̂  

should satisfy them. The Wald statistic is then defined as  

 

0β̂

1β̂

0β̂ 1β̂

iπ̂

( )0 1 i
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Under H0, in large samples, W has a Chi-square distribution with degrees of freedom equal to the 

number of restrictions imposed.  

Likelihood Ratio (LR) Test 

 The LR statistic is defined as two times the logarithm of the ratio of the likelihood 

functions of two different models evaluated at their MLEs. The LR statistic is used for testing the 

overall significance of the model. Assuming that there are r1 variables in the model under 

consideration which can be considered as the full model, based on the MLEs of the full model, L 

(full) is calculated. Beside this, the likelihood function L (reduced) is calculated for the constant 

only model. The LR statistic is then defined as:    LR = -2 ln L(reduced) -ln L(full)   . LR is 

asymptotically distributed as Chi-square with degrees of freedom equal to the difference between 

the number of parameters estimated in the two models.           

Goodness of Fit in Logistic Regression 

 Among various testing problems, goodness of fit is one of the most important aspects in 

the context of the logistic regression analysis for testing whether the model fitted well or not. 

Hosmer-Lemeshow goodness-of-fit test is one of the most common tool conveniently used in 

logistic regression analysis.  This test is performed for a binary logistic regression model by first 

sorting the observations in increasing order of their estimated event probabilities. The 

observations are then divided into approximately ten groups on the basis of the estimated 

probabilities. Comparison between the numbers actually in each group (observed) to the numbers 

predicted by the logistic regression model (predicted) is carried out subsequently. The number of 

groups may be smaller than 10 if there are fewer than 10 patterns of explanatory variables. There 

must be at least three groups in order that the Hosmer-Lemeshow statistic can be computed.  

 The Hosmer-Lemeshow goodness-of-fit statistic is obtained by calculating the Pearson 

chi-square statistic from the (2×g) table of observed and expected frequencies where g is the 

number of groups. 

The statistic is written as: 
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where 

    Oi = the observed number of events in the ith group 

    Ni = the number of subjects in ith group  

and ˆi = the average estimated probability of an event in the ith group 

Predictive ability of the model  

Once models are fitted and relevant goodness of fit measures are employed, judging the 

predictive ability of the model can be done. In logistic regression modeling setup, predictive 

ability of  models can be judged by employing various measures such as  Somers’D, Gamma, 

Kendall’s Tau (Tau-a) and c. Here two measures viz. Gamma and Somers’D have been 

discussed. Gamma statistic is the simplest one. The measures Gamma, and Somers’D are based 

on concordance and discordance. By observing the ordering of two subjects on each of two 

variables, one can classify the pair of subjects as concordant or discordant. The pair is 

concordant if the subject ranking is higher on both the variables. The pair is discordant if the 

subject ranking is higher on one variable and lower on the other. The pair is tied if the subjects 

have the same prediction on both of the variables. The Gamma is defined as 

  s d

s d

N - N

N + N
          

where Ns is the number of same pairs and Nd the number of different pairs. Gamma ignores all 

tied pairs of cases. It therefore may exaggerate the “actual” strength of association. Gamma lies 

between -1 to1.  

The Somers’D is a simple modification of gamma. Unlike gamma, the Somers' D includes tied 

pairs in one way or another. Somers’D is defined as 

 
s d

s d y

N - N

N + N +T
          

where T
y 
is the number of pairs tied on the dependent variable, Y. Somers' d ranges from -1.0 

(for negative relationships) to 1.0.  

Classificatory ability of the models 
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Comparison between various logistic regression models fitted and with other classification 

methods such as discriminant function and decision tree methods can be made with respect to 

their classifying ability with the help of (2 x 2) classification tables in case of a binary response 

group variable. The columns are the two observed values of the dependent variable, while the 

rows are the two predicted values of the dependent. In a perfect model, all cases will be on the 

diagonal and the overall percent correct will be 100%.  

Critical terms associated with classification table are as follows: 

Hit rate: Number of correct predictions divided by sample size. The hit rate for the model should 

be compared to the hit rate for the classification table for the constant-only model.  

Sensitivity: Percent of correct predictions in the reference category (usually 1) of the   dependent. 

It also refers to the ability of the model to classify an event correctly. 

Specificity: Percent of correct predictions in the given category (usually 0) of the dependent. It 

also refers to ability of the model to classify a non event correctly. 

False positive rate: It is the proportion of predicted event responses that were observed as 

nonevents  

False negative rate: It is the proportion of predicted nonevent responses that were observed as 

events. 

 Higher the sensitivity and specificity lower the false positive rate and false negative rate, 

better the classificatory ability. 

Association between attributes/ variables 

 An association exists between two variables if the distribution of one variable changes 

when the level (or value) of the other variable changes.  If there is no association, the distribution 

of the first variable is the same regardless of the level of other variable. Odds ratio is usually used 

for measuring such associations. For example, consider the following table having two attributes 

‘Weather’ and ‘Mood of boss’ each at two levels. 

  Mood of boss 

Good Bad 

Weather   

Rain 82 18 

Shine 60 40 
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Odds of an event is the ratio of the probability of an event occurring to the probability of it not 

occurring.  That is,  

Odds=P(event)/{1-P(event)} = P(event=1)/P(event=0) 

In the above table, there is 82% probability that the mood of the boss will be ‘Good’ in case of 

‘Rain’.  The odds of ‘Good mood’ in ‘Rain’ category =0.82/0.18 =4.5.  The odds of ‘Good mood’ 

in ‘Shine’ category =0.60/0.40 =1.5.  The odds ratio of ‘Rain’ to ‘Shine’ equals (4.5/1.5) =3 

indicating that the odds of getting ‘Boss in good mood’ during  ‘Rain’  is three times those during 

‘Shine’.  Also there is 18% probability that mood of boss will be ‘Bad’ in case of ‘Rain’; the odds 

of ‘Bad mood’ in ‘Rain’ =0.18/0.82 =0.22.  Thus, in case the probability is very small (0.18 in this 

case), there is no appreciable difference in mentioning the same as probability or odds. 

The importance of odds ratio is case of logistic regression modeling can be further explained 

by taking a simple case of influence of an attribute “Gender” X with two levels (Male or Female) 

on another attribute “opinion towards legalized abortion” Y with two levels (Yes=1, No=0).  

Logistic regression when written in its linearized form takes the following ‘logit’ form: 

logit {Y=1| X=x} = log (π/ (1-π))=log (odds) = β0+β1*x 

Now, 

Odds (Females)= exp(β0+β1) and Odds (Males)= exp(β0).  Hence  

Odds ratio = exp(β0+β1)/exp(β0) = exp(β1).   

Thus here regression coefficient of Y on X i.e. β1 is not directly interpreted but after taking 

exponentiation of it. 

Multinomial logistic regression modeling 

Let X is a vector of explanatory variables and  denotes the probability of binary response 

variable then logistic model is given by  

 

 

where, ‘alpha’ is the intercept parameter and  ‘beta’  is a vector of slope parameters.  In case 

response variable has ordinal categories say 1,2,3,--------, I, I+1  then generally logistic model is 

fitted with common slope based  on cumulative probabilities of response categories instead of 

individual probabilities.  This provides parallel lines of regression model with following form  

( ) =itlog
( )




 g=+=









−
X

1
log



 

 
 

94 

g [Prob (                    )] =   

where, are k intercept parameters and    is the vector of slope parameters.   

Multinomial logistic regression (taking qualitative response variable with three categories, for 

simplicity) is given by 

  logit[Pr(Y  j – 1 / X)] = j + T X ,      j = 1,2 

where j are two intercept parameters (1 < 2 ), T = (1, 2, …….,k) is the slope parameter 

vector not including the intercept terms, XT = (X1, X2, ….,Xk) is vector of explanatory variables.  

This model fits a common slope cumulative model i.e. ‘parallel lines’ regression model based on 

the cumulative probabilities of the response categories. 

  logit(1) =          

 logit(1 + 2) =       

 where  

   

  1 + 2 + 3 = 1 

j (X) denotes classification probabilities Pr(Y=j-1 / X) of response variable Y, j = 1,2,3, at XT. 

These models can be fitted through maximum likelihood procedure. 
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Introduction 

In certain research studies, development of a reliable decision rule, which can be used to classify 

new observations into some predefined categories, plays an important role. The existing traditional 

statistical methods are inappropriate to use in certain specific situations, or of limited utility, in 

addressing these types of classification problems. There are a number of reasons for these difficulties. 

First, there are generally many possible “predictor” variables which makes the task of variable selection 

difficult. Traditional statistical methods are poorly suited for this sort of multiple comparisons. Second, 

the predictor variables are rarely nicely distributed. Many variables (in agriculture and other real life 

situations) are not normally distributed and different groups of subjects may have markedly different 

degrees of variation or variance. Third, complex interactions or patterns may exist in the data. For 

example, the value of one variable (e.g., age) may substantially affect the importance of another variable 

(e.g., weight). These types of interactions are generally difficult to model and virtually impossible to 

model when the number of interactions and variables becomes substantial. Fourth, the results of 

traditional methods may be difficult to use. For example, a multivariate logistic regression model yields 

a probability for different classes of the dependent variable, which can be calculated using the regression 

coefficients and the values of the explanatory variable. But practitioners generally do not think in terms 

of probability but, rather in terms of categories, such as “presence” versus “absence.” Regardless of the 

statistical methodology being used, the creation of a decision rule requires a relatively large dataset.  

In recent times, there has been increasing interest in the use of Classification and Regression 

Tree (CART) analysis. CART analysis is a tree-building technique which is different from traditional 

data analysis methods. In a number of studies, CART has been found to be quite effective for creating 

decision rules which perform as well or better than rules developed using more traditional methods 

aiding development of DSS (Decision Support Systems). In addition, CART is often able to uncover 

complex interactions between predictors which may be difficult or impossible using traditional 

mailto:r.subramanian@icar.gov.in
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multivariate techniques. It is now possible to perform a CART analysis with a simple understanding of 

each of the multiple steps involved in its procedure. 

Classification tree methods such as CART are convenient way to produce a prediction rule from 

a set of observations described in terms of a vector of features and a response value. The aim is to define 

a general prediction rule which can be used to assign a response value to the cases solely on the bases 

of their predictor (explanatory) variables. Tree-structured classifications are not based on assumptions 

of normality and user-specified model statements, as are some conventional methods such as 

discriminant analysis and ordinary least square regression. 

Tree based classification and regression procedure have greatly increased in popularity during 

the recent years. Tree based decision methods are statistical systems that mine data to predict or classify 

future observations based on a set of decision rules and are sometimes called rule induction methods 

because the reasoning process behind them is clearly evident when browsing the trees. The CART 

methodology have found favour among researchers for application in several areas such as agriculture, 

medicine, forestry, natural resources management etc. as alternatives to the conventional approaches 

such as discriminant function method, multiple linear regression, logistic regression etc. In CART, the 

observations are successively separated into two subsets based on associated variables significantly 

related to the response variable; this approach has an advantage of providing easily comprehensible 

decision strategies. CART can be applied either as a classification tree or as a regressive tree depending 

on whether the response variable is categorical or continuous. Tree based methods are not based on any 

stringent assumptions. These methods can handle large number of variables, are resistant to outliers, 

non-parametric, more versatile, can handle categorical variables, though computationally more 

intensive. They can be applied to data sets having both a large number of cases and a large number of 

variables, and are extremely robust to outliers. These are not based on assumptions such as normality 

and user-specified model statements, as are some conventional methods such as discriminant analysis 

or ordinary least square (OLS) regression. Yet, unlike the case for other nonparametric methods for 

classification and regression, such as kernel-based methods and nearest neighbor methods, the resulting 

tree-structured predictors can be relatively simple functions of the predictor variables which are easy to 

use. 

CART can be a good choice for the analysts as they give fairly accurate results quickly, than 

traditional methods. If more conventional methods are called for, trees can still be helpful if there are a 
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lot of variables, as they can be used to identify important variables and interactions. These are also 

invariant to the monotonic transformations of the explanatory variables and do not require the selection 

of the variable in advance as in regression analysis. 

Agriculture being a highly uncertain occupation, classification and prediction in the field of 

agriculture aid planners to take proactive measures. Keeping in view the requirements to develop a sound 

classificatory system and that the potentials of the tree based methods for this purpose has not fully been 

explored, it will be of interest to employ these  methodologies upon a suitable data set in the field of 

agriculture. More importantly, since the real world data often does not satisfy the usual assumptions like 

that of normality, homoscedasticity etc it can be taken up as a motivation to find such a classificatory 

rule where assumptions of such rules fail. Apart from all these, tree based methods are one among the 

promising data mining tools that provide easily comprehensible decision strategy. 

Tree based applications originated in the 1960s with the development of AID (Automatic 

Interaction Detector) by Morgan and Sonquistin the 1960s as regression trees. Further modifications in 

this technique was carried out to result in THAID (THeta AID) by Morgan and Messenger (1973) to 

produce classification trees and CHAID (CHi AID) by Kass in the late 1970s.Breimanet al.(1984) 

developed CART (Classification and Regression Trees) which is a sophisticated program for fitting trees 

to data. Breiman, again in 1994, developed the bagging predictors which is a method of generating 

multiple versions of a predictor and using them to get an aggregated predictor.  A good account of the 

CART methodology can be found in many recent books, say, Izenman (2008).An application of 

classification trees in the field of agriculture can be found in Sadhu et al. (2014). 

CART methodology 

The conventional CART methodology is outlined briefly. Following is a schematic representation 

of a conventional CART tree structure: 
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The unique starting point of, say, a classification tree, is called a root node and consists of 

the entire learning set L at the top of the tree. A node is a subset of the set of variables, and it can be 

terminal or nonterminal node. A nonterminal (or parent) node is a node that splits into two left and 

right child nodes (binary split). Such a binary split is determined by a condition on the value of a 

single variable, where the condition is either satisfied or not satisfied by the observed value of that 

variable. All observations in L that have reached a particular (parent) node and satisfy the condition 

for that variable drop down to one of the two child nodes; the remaining observations at that (parent) 

node that do not satisfy the condition drop down to the other child node. A node that does not split 

is called a terminal node and is assigned a class label. Each observation in L falls into one of the 

terminal nodes. When an observation of unknown class is “dropped down” the tree and ends up at 

a terminal node, it is assigned the class corresponding to the class label attached to that node. There 

may be more than one terminal node with the same class label. To produce a tree-structured model 

using recursive binary partitioning, CART determines the best split of the learning set L to start with 

and thereafter the best splits of its subsets on the basis of various issues such as identifying which 

variable should be used to create the split, and determining the precise rule for the split, determining 

when a node of the tree is a terminal one, and assigning a predicted class to each terminal node. The 

assignment of predicted classes to the terminal nodes is relatively simple, as is determining how to 

make the splits, whereas determining the right-sized tree is not so straightforward. After growing a 

fully expanded tree, a tree of optimum size is obtained. In a particular type of tree building called 

‘exhaustive search’, at each stage of recursive partitioning, all of the allowable ways of splitting a 

subset of L are considered, and the one which leads to the greatest increase in node purity is chosen. 

This can be accomplished using what is called an “impurity function”, which is nothing but a 

function of the proportion of the learning sample belonging to the possible classes of the response 

variable. To choose the best split over all variables, first the best split for a given variable has to be 

determined. To assess the goodness of a potential split, the value of the ‘impurity function’ such as  

Gini diversity index and the Entropy function can be calculated using the cases in the learning 

sample corresponding to the parent node, and subtract from this the weighted average of the impurity 

for the two child nodes, with the weights proportional to the number of cases of the learning sample 

corresponding to each of the child nodes, to get the decrease in the overall impurity that would result 

from the split. To select the way to split a subset of L in the tree growing procedure, all allowable 
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ways of splitting can be considered, and the one which will result in the greatest decrease in node 

impurity (or, in other words, greatest increase in the node purity) can be chosen.  

In order to grow a tree, the starting point is the root node, which consists of the learning set 

L.  Using the “goodness of split” criterion for a single variable, the tree algorithm finds the best split 

at the root node for each of the variables. The best split s at the root node is then defined as the one 

that has the largest value of this goodness of split criterion over all single-variable best splits at that 

node. Next is to split each of the child nodes of the root node in the same way. The above 

computations are repeated for each of the child nodes except that this time only the observations in 

that specific child node are considered for the calculations rather than all the observations. When 

these splits are completed, the splitting is continued with the subsequent nodes. This sequential 

splitting procedure of building a tree layer-by-layer is hence called recursive partitioning. If every 

parent node splits in two child nodes, the result is called a binary tree. If the binary tree is grown 

until none of the nodes can be split any further, then the tree is said to be saturated. Usually, first a 

very large tree is grown, splitting subsets in the current partition of L even if a split does not lead to 

an appreciable decrease in impurity. Then a sequence of smaller trees can be created by “pruning” 

the initial large tree, where in the pruning process, splits that were made are removed and a tree 

having a fewer number of nodes is produced. The crucial part of creating a good tree-structured 

classification model is determining how complex the tree should be. If nodes continue to be created 

until no two distinct values of the independent variables for the cases in the learning sample belong 

to the same node, the tree may be over fitting the learning sample and not be a good classifier of 

future cases. On the other hand, if a tree has only a few terminal nodes, then it may be that it is not 

making enough use of information in the learning sample, and classification accuracy for future 

cases will suffer. Initially, in the tree-growing procedure, the predictive accuracy typically increases 

as more nodes are created and the partition gets finer. But it is usually seen that at some point the 

misclassification rate for future cases will start to get worse as the tree becomes more complex. In 

order to compare the prediction accuracy of various tree-structured models, there needs to be a way 

to estimate a given tree’s misclassification rate for the future observations, a measure named 

‘resubstitution estimate’ of the misclassification rate is obtained by using the tree to classify the 

members of the learning sample (that were used to create the tree), and observing the proportion 

that are misclassified. More often, a better estimate of a tree’s misclassification rate can be obtained 
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using an independent “test set”, which is a collection of cases coming from the same population or 

distribution as the learning set. Like the learning set, for the test set the true class for each case is 

known in addition to the values for the predictor variables. The test set estimate of the 

misclassification rate is just the proportion of the test set cases that are misclassified when predicted 

classes are obtained using the tree created from the learning set. The learning set and the test set are 

both composed of cases for which the true class is known in addition to the values for the predictor 

variables. Generally, about one third of the available cases should be set aside to serve as a test set, 

and the rest of the cases should be used as learning set. But sometimes a smaller fraction, such as 

one tenth, is also used and then resorting to 10-fold cross validation. A specific way to create a 

useful sequence of different-sized trees is to use “minimum cost-complexity pruning”. In this 

process, a nested sequence of subtrees of the initial large tree is created by “weakest-link cutting”. 

With weakest-link cutting (pruning), all of the nodes that arise from a specific nonterminal node are 

pruned off (leaving that specific node itself as terminal node), and the specific node selected is the 

one for which the corresponding pruned nodes provide the smallest per node decrease in the 

resubstitution misclassification rate. If two or more choices for a cut in the pruning process would 

produce the same per node decrease in the resubstitution misclassification rate, then pruning off the 

largest number of nodes is preferred. The sequence of sub trees produced by the pruning procedure 

serves as the set of candidate sub trees for the model, and to obtain the classification tree, all that 

remains to be done is to select the one which will hopefully have the smallest misclassification rate 

for future observations. The selection of final tree is based on estimated misclassification rates, 

obtained using a test set or by cross validation. 
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Cluster analysis is a class of techniques that are used to classify objects or cases into relative 

groups called clusters. There is no prior information about the group or cluster membership for 

any of the objects. Thus, it is a tool of unsupervised learning. Grouping is done on the basis of 

similarities or distances (dissimilarities). A good clustering method will produce high quality 

clusters with high intra-class similarity and low inter-class similarity. The need of cluster analysis 

arises in natural ways in many fields such as medicine, engineering, agriculture, social science 

etc.  

Methods of Cluster Analysis   

i) Hierarchical clustering Technique: 

Hierarchical clustering is one of the popular and easy to understand clustering technique. The 

most common approach is agglomerative clustering. It works in a “bottom-up” manner. That is, 

each object is initially considered as a single-element cluster. At each step of the algorithm, the 

two clusters that are the most similar are combined into a new bigger cluster. This procedure is 

iterated until all points are member of just one single big cluster. 

Steps involved in Agglomerative Hierarchical Techniques for grouping N objects (items or 

variables)  

1. Start with N clusters, each containing a single entity and an N x N  Symmetric 

matrix of distances ( or similarities) D={ dik}. 

2. Search the distance matrix for the nearest ( most similar) pair of clusters. Let the 

distance between most similar clusters U and V be dUV. 

3. Merge clusters U and V. Label the newly formed cluster (UV).Update the entries 

in the distance matrix by  

i. Deleting the rows and columns corresponding to clusters U and V  

ii. Adding a row and column giving the distances between cluster (UV) and 

the remaining clusters.   
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4. Repeat steps 2 and 3 a total of N-1 items (all objects will be in a single cluster 

at termination of the algorithm). Record the identity of clusters that are merged 

and the levels (distances or similarities) at which the mergers take place. 

Hierarchical cluster analysis data considerations 

Data: The variables can be quantitative, binary, or count data. Scaling of  variables is an 

important issue--differences in scaling may affect cluster  solution(s). If variables have large 

differences in scaling (for example, one  variable is measured in centimeter and the other is 

measured in grams.), one should consider standardizing them. 

Assumptions: The distance or similarity measures used should be appropriate  for the 

data analyzed. Also, one should include all relevant variables in your analysis. Omission of 

influential variables can result in a misleading solution.  

Hierarchical cluster analysis Plots 

Dendrogram: Dendrograms can be used to assess the cohesiveness of the clusters formed 

and can provide information about the appropriate number of clusters to keep. 

Choice of Distance   

• Euclidean distance: This is probably the most commonly chosen type of distance. It is 

computed as distance (x,y) = { i (xi - yi)2 }½ .  

• City-block (Manhattan) distance: In most cases, this distance measure yields results 

similar to the simple Euclidean distance. The city-block distance is computed as   

distance (x,y) = i |xi - yi|  

Kinds of Agglormerative Hierarchical Methods 

1. Linkage Methods 

o Single Linkage ( SLINK):Single linkage (nearest neighbour) computes the 

distance between two subgroups as the minimum distance between any two 

members of opposite groups 

o Complete Linkage (CLINK): Complete linkage (furthest neighbour) computes 

the distance between subgroups in each step as the maximum distance between 

any two members of the different groups.  

o Average Linkage: Average linkage computes the distance between subgroups at 

each step as the average of the distances between the two subgroups.  
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2. Ward’s Method: Agglomerative Hierarchical clustering procedure in which the similarity 

used to join clusters is calculated as the sum of squares between the two clusters summed 

over all variables. This method has the tendency to result in clusters of approximately equal 

size due to its minimization of within-group variation. 

3. Centroid Method: Agglomerative Hierarchical clustering algorithm in which similarity 

between clusters is measured as the distance between cluster centroids. When two clusters 

are combined, a new centroid is computed. Thus, cluster centroids migrate, or move, as the 

clusters are combined. 

ii) Non-Hierarchical Methods: 

These procedures produce only a single cluster solution for a set of cluster seeds. Instead of 

using the treelike construction process found in the hierarchical procedures, cluster seeds are 

used to group objects within a pre-specified distance of the seeds. For example, if four cluster 

seeds are specified, only four clusters are formed. Non-hierarchical do not produce results for 

all possible numbers of clusters as is done with a hierarchical procedure.  

Steps in Non-Hierarchical/ K-means Methods 

Macqueen (8) suggested the term K-means for describing his algorithm [7] that assigns each 

item to the cluster having the nearest centroid (mean). 

Step-1 Partition the items into K initial clusters. 

Step-2 Proceed through the list of items, assigning an item to the cluster whose centroid 

(mean) is nearest (distance is usually computed using Euclidean distance with either 

standardized or unstandardized observations). Recalculate the centroid for the cluster 

receiving the new item and for the cluster losing the items. 

Step-3 Repeat step-2 until no more reassignments take place.   

Nonhierarchical (K-means) data considerations:   

Data: Variables should be quantitative at the interval or ratio level. If your variables are    

binary or counts, use the Hierarchical Cluster Analysis procedure. 

Assumptions: Distances are computed using simple Euclidean distance. If you want to use 

another distance or similarity measure, use the Hierarchical Cluster Analysis procedure. 

Scaling of variables is an important consideration-if your variables are measured on different 

scales (for example, one variable is expressed in dollars and another is expressed in years), 
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your results may be misleading. In such cases, you should consider standardizing your 

variables before you perform the k-means cluster analysis (this can be done in the Descriptive 

procedure). The procedure assumes that you have selected the appropriate number of clusters 

and that you have included all relevant variables. If you have chosen an inappropriate number 

of clusters or omitted important variables, your results may be misleading. 

R code for Hierarchical Cluster 

z=read.csv(file.choose(), header=TRUE)# data import 

df <- scale(z)#scaling the data 

res.dist <- dist(df, method = "euclidean")#computing the distance matrix 

kk=as.matrix(res.dist)[1:6, 1:6] 

res.hc <- hclust(d = res.dist, method = "single")#linkage 

install.packages("factoextra")# install factoextra package 

library(ggplot2) 

library(factoextra) 

fviz_dend(res.hc6, cex = 0.5)#dendogram 

res.coph <- cophenetic(res.hc)# computing cophenetic distance 

cor(res.dist, res.coph)# computing correlation between cophenetic distance and original distance 

grp <- cutree(res.hc6, k = 4)# cutting tree 

table(grp)#summary of cluster 

rownames(df)[grp == 1]# elements in group 1 

plot(res.hc6, cex = 0.6) # plot tree 

rect.hclust(res.hc6, k = 4, border = 2:5) # add rectangle 

R code for K Means Cluster 

z=read.csv(file.choose(), header=TRUE)# data import 

my_data <- scale(z) )#scaling the data 

install.packages("factoextra")# install factoextra package 

library(ggplot2) 

library(factoextra) 

fviz_nbclust(my_data, kmeans, method = "gap_stat") )# determining the optimum number of 

cluster 
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km.res <- kmeans(my_data, 4, nstart = 25)# kmeans cluster with 4 cluster 

km.res 

fviz_cluster(km.res, data = my_data, frame.type = "convex")+ 

  theme_minimal() # plotting cluster 
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Occasionally there are lot of variables in the data which create problem for analyzing data and 

coming down to some inferences. Hence, it is often necessary to reduce dimension of the dataset 

to get appropriate, meaningful and valid results. Two widely employed data dimensionality 

reduction methods are principal component analysis and factor analysis. These two methods are 

briefly discussed here.  

I. Principal Component Analysis 

Principal components analysis (PCA) is one of a family of techniques for taking high-dimensional 

data, and using the dependencies between the variables to represent it in a more tractable, lower-

dimensional form, without losing too much information. PCA is one of the simplest and most 

robust ways of doing such dimensionality reduction. In PCA, the variables under consideration are 

transformed into a new set of variables, which are linear combination of the original variables. 

These new set of variables are called principal components and obtained in such a manner that the 

first principal component accounts for as much as possible of the variation in the original data then 

the second principal component and so on.   

It is quite likely that first few principal components account for most of the variability in the 

original data.  If so, these few principal components can then replace the initial p variables in 

subsequent analysis, thus, reducing the effective dimensionality of the problem.  The principal 

components are sensitive to the scale of measurement. The conventional way of getting rid off this 

problem is to use standardized variables with unit variances, i.e., correlation matrix in place of 

covariance matrix. 

Steps to performing principal components analysis 

1.  Standardized the data 

3.  Calculate correlation matrix/covariance matrix 

4.  Calculate eigen values and eigen vectors of correlation matrix 
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5.  Computing the principal components 

6.  Interpretation and application 

R code  

z=read.csv(file.choose(), header=TRUE) # data import 

kk<- prcomp(mtcars[z, center = TRUE,scale. = TRUE) 

kk$x # pca cores 

summary(kk)#summary  

II. Factor Analysis 

Factor analysis is a class of procedures used for data reduction and summarization.  It is an 

interdependence technique: no distinction between dependent and independent variables. 

Factor analysis is used: To identify underlying dimensions, or factors, that explain the 

correlations among a set of variables.  To identify a new, smaller, set of variables to replace 

the original set of correlated variables .Hence, factor analysis is a method for investigating 

whether a number of variables of interest Y1, Y2, :::, Yn, are linearly related to a smaller number 

of unobservable factors F1, F2, :::, Fk. However these factors are not observable.  Suppose 

variables can be grouped by their correlations.  That is, all variables within a particular group 

are highly correlated among themselves but have relatively small correlations with variables 

in a different group.  Factor Analysis examines the interrelationships among a large number of 

variables thereafter, attempts to explain them in of their common underlying dimensions. There 

are two types of factor analyses: exploratory factor analysis (or EFA) and confirmatory factor 

analysis (or CFA). 

a) Exploratory factor analysis (EFA): It attempts to discover the nature of the constructs, 

influencing a set of responses.  

b) Confirmatory factor analysis (CFA): It tests whether a specified set of constructs is 

influencing responses in a predicted way. 

Steps to performing exploratory factor analysis 

1. Collect measurements 

2. Obtained the correlation matrix and Bartlett's test of sphericity 
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From the correlation matrix a rough idea of the grouping can be obtained. If the result 

obtained from Barlett’s test of sphericity  is significant factor analysis can be done. If the 

test is non-significant there is no need of doing factor analysis. 

3. Number of Adequate sample.Kaiser-Meyer-Olkin (KMO) measure of sampling adequacy. 

Used to examine the appropriateness of factor analysis.  High values (between 0.5 and 1.0) 

indicate appropriateness. Values below 0.5 imply not.  

4. Determination of number of factor 

Scree plot:  A scree plot is a plot of the Eigenvalues against the number of factors in order 

of extraction.  

5. Factor rotation is done to overcome the problem of cross loading 

Varimax rotation is done when factors are uncorrelated 

Oblique Rotation is done when the factors are correlated 

6. Interpret factor structure 

Each of our measures will be linearly related to each of our factors. The strength of this 

relationship is contained in the respective factor loading, produced by our rotation. This 

loading can be interpreted as a standardized regression coefficient. 

7. Evaluation of the model fit 

Mean item complexity, Root Mean square of residuals (RMSR), Tucker Lewis Index (TLI), 

Root Mean Square Error of Approximation (RMSEA), Bayesian Information Criteria 

(BIC) 

R code for EFA 

installed.packages("psych") 

installed.packages("GPArotation") 

library(psych) 

library(GPArotation) 

z=read.csv(file.choose(),header=TRUE) 

head(z) 

kk=cor(z) 

kk 

cortest.bartlett(z) 
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KMO(z) 

parallel <- fa.parallel(kk,n.obs = 100, fm = 'minres', fa = 'fa') 

fourfactor <- fa(z,nfactors = 4,rotate = "varimax",fm="minres") 

print(fourfactor) 

print(fourfactor$loadings,cutoff = 0.3) 

Steps to performing confirmatory factor analysis 

1. Define the factor model  

This involves selecting the number of factors, and defining the nature of the loadings 

between the factors and the measures.  

2. Collect measurements 

4.  Fit the model to the data 

The most common model-fitting procedure is Maximum likelihood estimation. 

      5.  Evaluate model adequacy    by CFI, TLI. RMSEA etc        

R code for Confirmatory factor Analysis / Measurement Model 

install.packages("lavaan", dependencies = TRUE) 

install.packages("semPlot",dependencies = TRUE) 

library(lavaan) 

library(semPlot) 

z=read.csv(file.choose(), header =TRUE) 

head(z) 

threefactor <- 'visual =~ x1 + x2 + x3 

textual =~ x4 + x5 + x6 

speed =~ x7 + x8 + x9 ' 

fit <- cfa(threefactor, data=z) 

summary(fit, fit.measures=TRUE,standardized=TRUE) 

parameterEstimates(fit, standardized=TRUE) 

semPaths(fit) 
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Nonparametric or distribution-free methods have several advantages or benefits. They may be 

used on all types of data including nominal, ordinal, interval and ratio scaled. They make fewer 

and less stringent assumptions than their parametric counterparts. Depending on the particular 

procedure, nonparametric methods may be almost as powerful as the corresponding parametric 

procedure when the assumptions of the latter are met. When this is not the case, they are generally 

more powerful. 

A parametric method - Consider using when: 

i) The assumptions for the population probability distribution hold true 

ii) The sample size is large enough for the central limit theorem to lead t normality of 

averages 

iii) The data is non-normal but can be transformed 

A nonparametric method - Consider using if the data is: 

i) Distinctly non-normal and cannot be transformed 

ii) From a sample that is too small for the central limit theorem to lead to normality of 

averages 

iii) From a distribution not covered by parametric methods 

iv) From an unknown distribution 

v) Nominal or ordinal 

I. Runs test for randomness 

The runs test for randomness can be used to determine whether the sample data in a sequence 

are in a random order. This test is based on sample data that have two characteristics, and it 

analyzes runs of those characteristics to determine whether the runs appear to result from 

some random process, or whether the runs suggest that the order of the data is not random. A 

run is a sequence of data having the same characteristic; the sequence is preceded and 

followed by data with a different  characteristic or by no data at all. The runs test uses the 
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number of runs in a sequence of sample data to test for randomness in the order of the data. 

Reject randomness if the number of runs is very low or very high. 

Ho: The data are in a random sequence. 

H1: The data are in a sequence that is not random.  

R code: 

install.packages("tseries") 

library(tseries) 

runs.test(x) 

II. Sign Test  

Purpose to test for statistically significant differences between two population means, 

      H0:  the population means are equal. 

      H1: the population means are not equal  

Rejection of H0 means that there is a statistically significant difference between the sample means, 

and therefore the population means are probably not equal. 

R code: 

install.packages("BSDA", dependencies = "TRUE") 

library(lattice) 

library(BSDA) 

x <- c(7.8, 6.6, 6.5, 7.4, 7.3, 7., 6.4, 7.1, 6.7, 7.6, 6.8) 

SIGN.test(x, md = 6.5) 

install.packages("DescTools") 

library(DescTools) 

x <- c(1.83,  0.50,  1.62,  2.48, 1.68, 1.88, 1.55, 3.06, 1.30) 

y <- c(0.878, 0.647, 0.598, 2.05, 1.06, 1.29, 1.06, 3.14, 1.29) 

SignTest(x, y) 

III. Wilcoxon Signed-Ranks Test 

Purpose:  to test for statistically significant differences between two population means, 

H0:  the population means are equal. 

Ha: the population means are not equal  
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R Code 

wilcox.test(variable1, variable2, paired=TRUE) 

IV) Mann-Whitney U test is the non-parametric alternative test to the independent sample t-test.  

It is a non-parametric test that is used to compare two sample means that come from the same 

population, and used to test whether two sample means are equal or not.  Usually, the Mann-

Whitney U test is used when the data is ordinal or when the assumptions of the t-test are not met. 

R Code 

wilcox.test(variable1, variable2) 

V) Kolmogorov-Smirnov Goodness-of-Fit Test 

The Kolmogorov-Smirnov test is used to decide if a sample comes from a population with a 

specific distribution. 

H0: The data follow a specified distribution 

Ha: The data do not follow the specified distribution 

R Code 

x <- rnorm(50) 

y <- runif(30) 

ks.test(x, y) 

y1 = rnorm(50, mean = 0, sd = 1) 

ks.test(y1,"pnorm") 

VI) Kruskal-Wallis Test 

The Kruskal-Wallis test is a nonparametric (distribution free) test, and is used when the 

assumptions of one-way ANOVA are not met.  Both the Kruskal-Wallis test and one-way ANOVA 

assess for significant differences on a continuous dependent variable by a categorical independent 

variable (with two or more groups).  In the ANOVA, we assume that the dependent variable is 

normally distributed and there is approximately equal variance on the scores across groups.  

However, when using the Kruskal-Wallis Test, we do not have to make any of these assumptions.  

Therefore, the Kruskal-Wallis test can be used for both continuous and ordinal-level dependent 

variables.  However, like most non-parametric tests, the Kruskal-Wallis Test is not as powerful as 

the ANOVA. 

R Code 
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kruskal.test(y ~ x, data = z) 
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Introduction 

An artificial neural network (ANN), otherwise called neural network (NN), is 

acomputational device that is inspired by the structure as well as functional aspects of biological 

neural networks the human brain especially. A neural network made out of various interconnected 

simple processing elements called neurons or nodes. Each node receives an input signal which is 

the aggregate ‘‘information’’ from other nodes or external stimuli, processes it locally through an 

activation or transfer function and produces a transformed output signal to other nodes or external 

outputs. This information processing characteristic makes ANNs aneffective computational device 

and able to learn from examples and then to generalize to examples never before seen. 

A Time series (TS) is an ordered sequence of observations of a variable at equally spaced 

time intervals (monthly price data of a commodity, yearly crop yield and daily temperature data 

etc.). Time series forecasting is the utilization of a statistical model to predict future values based 

on previously observed values. The most widely used technique for forecasting time-series data is 

the Box Jenkins’ Autoregressive integrated moving average (ARIMA) methodology. ARIMA 

model is appropriate if the time series under study is linear. In any case, they might be absolutely 

inappropriate if the time series under investigation is nonlinear in nature. There are several 

nonlinear time series model to deal with nonlinear time series data for instance,, bilinear model, 

Threshold Autoregressive (TAR) model, Generalized Autoregressive Conditional Heteroscedastic 

(GARCH) model.Truth be told, these nonlinear models are still limited in that an explicit 

relationship for the data series at hand has to be hypothesized with little knowledge of the 

underlying law. In fact, the formulation of a nonlinear model to a particular data set is a very 

troublesome since there are too many possible nonlinear patterns and a prespecified nonlinear 

model may not be general enough to capture all the important features. Artificial neural networks, 

which are nonlinear data-driven approaches as opposed to the above model-based nonlinear 
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methods, are capable of performing nonlinear modeling without a priori knowledge about the 

relationships between input and output variables. In this way they are a more general and flexible 

modeling tool for forecasting. Thusly, in time series forecasting parlance, the ANN is a 

nonparametric nonlinear statistical model. 

Overview of ANN architecture 

In general, an ANN can be partitioned into three sections, named layers, which are known as: 

i) Input layers  

These layers are responsible for receiving information (data), signals, features, or measurements 

from the external environment. These inputs (samples or patterns) are usually normalized within 

the limit values produced by activation functions. This normalization results in better numerical 

precision for the mathematical operations performed by the network. 

ii) Hidden, intermediate, or invisible layers 

 These layers are composed of neurons which are responsible for extracting patterns associated 

with the process or system being analyzed. These layers perform most of the internal processing 

from a network. 

iii) Output layers  

These layers are also composed of neurons, and thus are responsible for producing and presenting 

the final network outputs, which result from the processing performed by the neurons in the 

previous layers.  

The main architectures of artificial neural networks, considering the neuron disposition, as well 

as how they are interconnected and how its layers are composed can be divided as follows:  

a) Single-layer feedforward network 

b)  Multilayer feedforward networks 

c) Recurrent networks  

d) Mesh networks. 

For time series forecasting the multilayer feedforward networks are used which is given below 

Multilayer feedforward networks 

Figure 1 shows a feedforward network with multiple layers composed of one input layer with n 

3sample signals, two hidden neural layers consisting of n1 and n2 neurons respectively, and, 
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finally, one output neural layer composed of m neurons representing the respective output values 

of the problem being analyzed. 

 

Fig 1: Architecture of Multilayer feedforward networks 

ANN approach to time series forecasting:  

In the domain of time series analysis, the inputs are typically the past observations series and the 

output is the future value. The ANN performs the following nonlinear function mapping between 

the input and output 

1 2( ,..., , )t t t t p ty f y y y w − − −= + +
 

where, w is a vector of all parameters and f  is a function of network structure and connection 

weights. Therefore, the neural network resembles a nonlinear autoregressive model. 

Single hidden layer multilayer feed forward network is the most popular for time series modeling 

and forecasting. This model is characterized by a network of three layers of simple processing 

units. The first layer is input layer, the middle layer is the hidden layer and the last layer is output 

layer. 
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Fig 2: Architecture of ANN for time series forecasting 

The relationship between the output ( ) and the inputs (yt-1, yt-2,…,yt-p) can be mathematically 

represented as follows: 
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where,  and are the model 

parameters often called the connection weights, p is the number of input nodes and q is the number 

of hidden nodes, g and f denote the activation function at hidden and output layer respectively. 

Activation function defines the relationship between inputs and outputs of a network in terms of 

degree of the non-linearity. Most commonly used activation functions are as follows- 
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For time series forecasting sigmoid activation function is employed in hidden layer and identity 

activation function is employed in the output layer. 

The selection of appropriate number of hidden nodes as well as optimum number of lagged 

observation p for input vector is important in ANN modeling for determination of the 

autocorrelation structure present in a time series. Though there are no established theories available 

for the selection of p and q, hence experiments are often conducted for the determination of the 

optimal values of p and q. The connection weights of ANNs are determined by learning method. 

There are three common learning algorithms for ANN – 

1) Supervised Learning 

The supervised learning strategy consists of having available the desired outputs for a given set of 

input signals; in other words, each training sample is composed of the input signals and their 

corresponding outputs. Henceforth, it requires a table with input/output data, also called 

attribute/value table, which represents the process and its behavior. 

2) Unsupervised Learning 

Different from supervised learning, the application of algorithm based onunsupervised learning 

does not require any knowledge of the respective desiredoutputs.Thus, the network needs to 

organize itself when there are existing particularitiesbetween the elements that compose the entire 

sample set, identifying subsets (orclusters) presenting similarities. The learning algorithm adjusts 

the synaptic weightsand thresholds of the network in order to reflect these clusters within the 

network .itself. 

3) Reinforcement Learning 

It is the hybrid of supervised and unsupervised learning.  

For time series forecasting supervised learning approach is utilized. Gradient decent back 

propagation algorithm is one of the popular approach of supervised learning. 

Gradient decent back propagation algorithm 

The objective of training is to minimize the error function that measures the misfit between the 

predicted value and the actual value. The error function which is widely used is mean squared error 

which can be written as: 
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WhereN is the total number of error terms. The parameters of the neural networkare
j  and 

i j  

estimated by iteration. Initial connection weights are taken randomly from uniform distribution. In 

each iteration the connection weights changed by an amount 
j  

( ) ( 1)j j

j

E
t t   




 = − +  −


 

where,   is the learning rate and 
j

E






 is the partial derivativeofthefunction E with respect to 

theweight
j .  is the momentum rate. The 
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 can be represented as follows- 
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where ( )je n is the residual at nth  iteration 

( )f x = derivative of the activation function in the output layer. As in time series forecasting the 

activation function in the output layer is identity function hence ( )f x =1. ( )jy n is the desired 

output. Now connection weights in from input to hidden nodes changed by an amount 
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where ( )g x is the activation function in the hidden layer. For sigmoid activation function 

( )g x = 
2

exp( )

(1 exp( ))

x

x

−

+ −  

Learning rate is user defined parameter known as tuning parameter of neural network which 

determine how slow or fast the optimal weight is obtained. The learning rate must be set small 

enough to avoid divergence. The momentum term prevents the learning process from setting in a 

local minimum. Though there are no established theories available for the selection of learning 

rate and momentum, hence experiments are often conducted for the determination of the learning 

rate and momentum. 
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Step by Step Modeling Procedure: 

1. Testing of Nonlinearity: 

As ANNs is suitable for nonlinear time series forecasting. Hence, prior to application of ANN the 

nonlinearity should be check. There are several tests for checking nonlinearity. BDS (Brock-

Dechert-Scheinkman) test is of the popular approach for checking nonlinearity. Thistest utilizes 

the concept of spatial correlation from chaos theory. The computational procedure is given as 

follows 

i) Let the considered time series is 

  1 2 3[ , , ,..., ]i Nx x x x x=  

ii) The next step is to specify a value of m (embedding dimension), embed the time series 

into m dimensional vectors, by taking each m successive points in the series. This 

transforms the series of scalars into a series of vectors with overlapping entries 

1 1 2
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iii) In the third step correlation integral is computed, which measures the spatial correlation 

among the points, by adding the number of pairs of points ( i, j), where 1≤ i ≤ N and 1≤ 

j≤N , in the m-dimensional space which are “close”  in the sense that the points are 

within a radius or tolerance  of each other. 

, , ;

1

( 1)
m i j

i jm m

C I
N N

 


=
−
  

whereIi,j;= 1 if m m

i jx x −   

                    = 0 otherwise 

iv) If the time series is i.i.d. then C ,m [C ,1]m
 

v) The BDS test statistics is as follows 
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The choice of m and  depends on number of data. The null hypothesis is data are independently 

and identically distributed (i.i.d) against the alternative hypothesis the data are not i.i.d.; this 

implies that the time series is non-linearly dependent. BDS test is a two-tailed test; the null 

hypothesis should be rejected if the BDS test statistic is greater than or less than the critical values.  

2. Division of the data: 

Data is divided into training and test sets. The training sample is used for ANN for model 

development and the test sample is utilized to evaluate the forecasting performance. Sometimes a 

third one called the validation sample is also utilized to avoid the overfitting problem or 

todetermine the stopping point of the training process. It is common to use one test set for both 

validation and testing purposesparticularly for small data sets. The literature suggests little 

guidance in selecting the training and testing sets. Most commonly used rule are 90% vs. 10%, 

80% vs.20% or 70% vs. 30%, etc. 

3. Data Normalization: 

Nonlinear activation functions such as the sigmoid function typically have the squashing role in 

restricting the possible output from a node to, typically, (0, 1).  Hence, data normalization is done 

prior to training process begins.  

Normalization procedure 

Linear transformation to [0,1]:Xn=(X0-Xmin)/ ( Xmax-Xmin) 

Statistical normalization:Xn=(X0-mean(X))/var(X) 

simple normalization: Xn=X0/Xmax 
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4. Selection of appropriate number of hidden nodes as well as optimum number of 

lagged: 

There are no established theories available for the selection of p and q, hence experiments are often 

conducted for the determination of the optimal values of p and q. 

5. Estimation of connection weights: 

Estimation of connection weights are determined by learning algorithm. For time series forecasting 

most commonly used learning approach is gradient decent back propagation algorithm. 

6. Evaluating forecasting Performance 

Forecasting performance can be computed by several approaches. Some of the approaches are 

given below- 

1

1
ˆ / 100

n

t t t

t

MAPE y y y
n =

= −   

( )
2

1

1
ˆ

n

t t

t

MSE y y
n =

= −  

( )
2

1

1
ˆ

n

t t

t

RMSE y y
n =

= −  

where n is the total number of forecast values. ty is the actual value at period  t and ˆ
ty  is the 

corresponding forecast value. The model with less MAPE/MSE/RMSE is preferred for forecasting 

purposes. 

Limitations of ANN for time series forecasting: 

i) ANNs are nonlinear time series model hence, for linear time series data the approach 

may not be better than linear statistical model. 

ii) ANNs are black-box methods. There is no exact form to describe and analyze the 

relationshipbetween inputs and outputs. This causes troublesome for interpretation of 

results. In addition, no formal statistical test is available. 

iii) ANNs are subjectedto have overfitting problems owing to its large number of 

parameters. 

iv) There are no established theories available for the selection of p and q, hence 

experiments are often conducted for the determination of the optimal values of p and q 

which is tedious. 

v) ANNs usually require more data for time series forecasting. 
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Introduction 

Rapid advances in data collection and storage technology have enables organizations to 

accumulate vast amounts of data. However, extracting useful information has proven extremely 

challenging. Often, traditional data analysis tools and techniques cannot be used because of the 

massive size of a data set. Sometimes, the non-traditional nature of the data means that traditional 

approaches cannot be applied even if the data set is relatively small. In other situations, the 

questions that need to be answered cannot be addressed using existing data analysis techniques, 

and thus, new methods need to be developed. 

Data mining is a technology that blends traditional data analysis methods with 

sophisticated algorithms for processing large volumes of data. It has also opened up exiting 

opportunities for exploring and analyzing new types of data and for analyzing old types of data in 

new ways. Data Mining is the process of automatically discovering useful information in large 

data repositories. Data mining techniques are deployed to scour large databases in order to find 

novel and useful patterns that might otherwise remain unknown. They also provide capabilities to 

predict the outcome of a future observation, such as predicting whether a newly arrived customer 

will spend more than Rs.1000 at a department store. 

Data mining, or knowledge discovery, has become an indispensable technology for 

businesses and researchers in many fields. Drawing on work in such areas as statistics, machine 

learning, pattern recognition, databases, and high performance computing, data mining extracts 

useful information from the large data sets now available to industry and science. 

Knowledge Discovery in Database 

The transformation of data into knowledge has been using mostly manual methods for data 

analysis and interpretation, which makes the process of pattern extraction of databases too 

expensive, slow and highly subjective, as well as unthinkable if the volume of data is huge. The 

interest in automating the analysis process of great volumes of data has been fomenting several 
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research projects in an emergent field called Knowledge Discovery in Databases (KDD).  KDD is 

the process of knowledge extraction from great masses of data with the goal of obtaining meaning 

and consequently understanding of the data, as well as to acquire new knowledge. This process is 

very complex because it consists of a technology composed of a group of mathematical and 

technical models of software that are used to find patterns and regularities in the data.  

Knowledge discovery in databases (KDD) has been defined as the process of discovering valid, 

novel, and potentially useful patterns from data. Let us examine these terms in more details:  

• Data is a set of facts F (e.g. cases in databases). 

• Pattern is an expression E in a language L describing facts in a subset FE of F. E is called 

a pattern if it simpler than the enumeration of all facts in FE. 

• Process: Usually in KDD is a multistep process, which involves data preparation, search 

for patterns, knowledge evaluation, and refinement involving iteration after modification. 

The process is assumed to be non-trivial-that is, to have some degree of search autonomy. 

• Validity: The discovered patterns should be valid on new data with some degree of 

certainty.  

• Novel: The patterns are novel (at least to the system). Novelty can be measured with respect 

to changes in data (by comparing current values to previous or expected values) or 

knowledge (how a new finding is related to old ones). In general, it can be measured by a 

function N (E, F), which can be a Boolean function or a measure of degree of novelty or 

unexpectedness.  

• Potentially useful: The patterns should potentially lead to some useful actions, as measured 

by some utility function. Such a function U maps expressions in L to a partially or totally 

ordered measure space MU: hence u=U (E,F). 

• Ultimately Understandable: A goal of KDD is to make patterns understandable to humans 

in order to facilitate a better understanding of the underlying data. While this is difficult to 

measure precisely, one frequent substitute is the simplicity measure. Several measure of 

simplicity exist, and they range from the purely syntactic to the semantic. It is assumed that 

this is measured, if possible, by a function S mapping expressions E in L to a partially or 

totally ordered space MS: hence, s= S (E, F).  
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An important notion, called interestingness, is usually taken as an overall measure of pattern value, 

combining validity, novelty, usefulness, and simplicity. Some KDD systems have an explicit 

interestingness function i = I (E, F, C, N, U, S) which maps expressions in L to a measure space 

MI. Other systems define interestingness indirectly via an ordering of the discovered patterns.  

Based on the notions given above, we can now make an attempt to define knowledge. 

Knowledge: A pattern E is called knowledge if for some user-specified threshold i   MI, I (E, 

F, C, N, U, S) > i.  

This definition of knowledge is purely user-oriented and determined by whatever functions and 

thresholds the user chooses.  

To extract knowledge from databases, it is essential that the Expert follows some steps or basic 

stages in order to find a path from the raw data to the desired knowledge. The KDD process 

organizes these stages in a sequential and iterative form. In this way, it would be interesting if the 

obtained results of these steps were analyzed in a more interactive and friendly way, seeking a 

better evaluation of these results. The process of knowledge extraction from databases combines 

methods and statistical tools, machine learning and databases to find a mathematical and/or logical 

description, which can be eventually complex, of patterns and regularities in data. The knowledge 

extraction from a large amount of data should be seen as an interactive and iterative process, and 

not as a system of automatic analysis.  

The interactivity of the KDD process refers to the greater understanding, on the part of the users 

of the process, of the application domain. This understanding involves the selection of a 

representative data subset, appropriate pattern classes and good approaches to evaluating the 

knowledge. For a better understanding the functions of the users that use the KDD process can be 

divided in three classes:  

(a) Domain Expert, who should possess a large understanding of the application domain;  

(b) Analyst, who executes the KDD process and, therefore, he should have a lot of knowledge 

of the stages that compose this process and  

(c) Final User, who does not need to have much knowledge of the domain, the Final User 

uses knowledge extracted from the KDD process to aid him in a decision-making process. 

KDD Process: Knowledge discovery from data can be understood as a process that contains, at 

least, the steps of application domain understanding, selection and preprocessing of data, Data 
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Mining, knowledge evaluation and consolidation and use of the knowledge. The KDD process is 

interactive and iterative, involving numerous steps with many decisions being made by the user. 

Practical view of the KDD process emphasizing the interactive nature of the process outlines the 

following basic steps:  

• Data Selection: Where data relevant to the analysis task are retrieved from the database. 

• Data Preprocessing: To remove noise and inconsistent data which is called cleaning and 

integration of data that is combining multiple data sources. 

• Data Transformation: Where data are transformed or consolidated into forms appropriate 

for mining by performing summary or aggregation operations. 

• Data Mining: An essential process where intelligent methods are applied in order to extract 

data patterns. 

• Pattern Evaluation: To identify the truly interesting patterns representing knowledge 

based on some interestingness measures. 

• Knowledge Presentation: Where visualization and knowledge representation techniques 

are used to present the mined knowledge to the user. 

The several steps of KDD have been shown in the following figure. 

 

Figure: Various Steps of KDD process 

The KDD process begins with the understanding of the application domain, considering aspects 

such as the objectives of the application and the data sources. Next, a representative sample (e.g. 

using statistical techniques) is removed from database, preprocessed and submitted to the methods 

and tools of the Data Mining stage with the objective of finding patterns/models (knowledge) in 

the data. This knowledge is then evaluated as to its quality and/or usefulness, so that it can be used 

to support a decision-making process. 

The data mining component of the KDD process is mainly concerned with means by which 

patterns are extracted and enumerated from the data. Knowledge discovery involves the evaluation 
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and possibly interpretation of the patterns to make the decision of what constitutes knowledge and 

what does not. It also includes of encoding schemes, preprocessing, sampling and projections of 

the data prior to the data mining step. 

Data Mining 

Generally, Data Mining is the process of analyzing data from different perspectives and 

summarizing it into useful information. Data Mining can be defined as "the nontrivial extraction 

of implicit, previously unknown, and potentially useful information from data"  and "the science 

of extracting useful information from large data sets or databases". Although it is usually used in 

relation to analysis of data, data mining, like artificial intelligence, is an umbrella term and is used 

with varied meaning in a range of wide contexts. It is usually associated with a business or other 

organization's need to identify trends. 

Data Mining involves the process of analyzing data to show patterns or relationships; sorting 

through large amounts of data; and picking out pieces of relative information or patterns that occur 

e.g., picking out statistical information from some data. 

The Data-Mining Communities: As data-mining has become recognized as a powerful tool, 

several different communities have laid claim to the subject: 

1. Statistics. 

2. AI, where it is called \machine learning." 

3. Researchers in clustering algorithms. 

4. Visualization researchers. 

5. Databases.  

In a sense, data mining can be thought of as algorithms for executing very complex queries on 

non-main-memory data. 

Motivating Challenges 

Traditional data analysis techniques have often encountered practical difficulties in meeting the 

challenges posed by new data sets. The following are some of the specific challenges that 

motivated the development of data mining: 

• Scalability: Because of advances in data generation and collection datasets with sizes of 

gigabytes, terabytes, or even petabytes are becoming common. If data mining algorithms 

are to handle these massive datasets, then they must be scalable. Many data mining 
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algorithms employ special search strategies to handle exponential search problems. 

Scalability may also require the implementation of novel data structures to access 

individual records in an efficient manner. For instance, out-of-core algorithms may be 

necessary when processing data sets that cannot fit into main memory. Scalability can also 

be improved by using sampling or developing parallel and distributed algorithms. 

• High Dimensionality: It is now common to encounter data sets with hundreds or thousands 

of attributes instead of the handful common a few decades ago. In bioinformatics, progress 

in microarray technology has produced gene expression data involving thousands of 

features. Data sets with temporal or spatial components also tend to have high 

dimensionality. For example, consider a data set that contains measurements of 

temperature at various locations. It the temperature measurements are taken repeatedly for 

an extended period, the number of dimensions (features) increases in proportion to the 

number of measurements taken. Traditional data analysis techniques that were developed 

for low-dimensional data often do not work well for such high-dimensional data. Also, for 

some data analysis algorithms, the computational complexity increase rapidly as the 

dimensionality (the number of features) increases. 

• Heterogeneous and Complex Data: Traditional data analysis methods often deal with 

data sets containing attributes of the same type, either continuous or categorical. As the 

role of data mining in business, science, medicine, and other fields has grown, so has the 

need for techniques that can handle heterogeneous attributes. Recent years have also seen 

the emergence of more complex data objects. Examples of such non-traditional types of 

data include collections of Web pages containing semi-structured text and hyper lines; 

DNA data with sequential and three-dimensional structure; and climate data that consists 

of time series measurements (temperature, pressure, etc.) at various locations on the Earth’s 

surface. Techniques developed for mining such complex objects should take into 

consideration relationships in the data, such as temporal and spatial autocorrelation, graph 

connectivity, and parent-child relationships between the elements in semi-structures text 

and XML documents. 

• Data Ownership and Distribution: Sometimes, the data needed for an analysis is not 

stored in one location or owned by one organization. Instead, the data is geographically 
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distributed among resources belonging to multiple entities. This requires the development 

of distributed data mining techniques. Among the key challenges faced distributed data 

mining algorithms include (1) how to reduce the amount of communication needed to 

perform the distributed computation, (2) how to effectively consolidate the data mining 

results obtained from multiple sources, and (3) how to address data security issues. 

• Non-Traditional Analysis: The traditional statistical approach is based on a hypothesize-

the test paradigm. In other words, a hypothesis is proposed, an experiment is designed to 

gather the data, and then the data is analysed with respect to the hypothesis. Unfortunately, 

this process is extremely labor-intensive. Current data analysis tasks often require the 

generation and evaluated of thousands of hypotheses, and consequently, the development 

of some data mining techniques has been motivated by the desire to automate the process 

of hypothesis generation and evaluation. Furthermore, the data sets analyzed in data mining 

are typically nor the result of a carefully designed experiments and often represent 

opportunistic samples of the data, rather than random samples. Also, the data sets 

frequently involve non-traditional types of data and data distributions.  

Data Preprocessing 

Data preprocessing is a broad area and consists of a number of different strategies and techniques 

that are interrelated in complex ways. We will present some of the most important ideas and 

approaches, and try to point the interrelationships among them. The preprocessing techniques fall 

into two categories: selecting data objects and attributes for the analysis or creating/ changing the 

attributes. In both cases the goal is to improve the data mining analysis with respect to time, cost, 

and quality. Specifically, following are the important preprocessing techniques: 

• Aggregation: Sometimes “less is more” and this is the case with aggregation, the 

combining of two or more objects into a single object.. Consider a dataset consisting of 

transactions (data objects) recording the daily sales of products in various store locations 

for different days over the course of a year. One way of aggregate the transactions of this 

data set is to replace all the transactions of a single store with a single storewide transaction. 

This reduces the hundreds or thousands of transactions that occur daily at a specific store 

to a single daily transaction, and the number of data objects is reduced to the number of 

stores.  
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  An obvious issue is how an aggregate transaction is created; i.e. how the values  of each 

attribute are combined across all the records corresponding to a particular  location to create the 

aggregate transaction that represents the sales of a single  store or date. Quantitative attributes, 

such as price, are typically aggregated by  taking a sum or an average. A qualitative attribute, 

such as item, can either be  omitted or summarized as the set of all the items that were sold at 

that location. 

• Sampling:  Sampling is a commonly used approach for selecting a subset of the data 

objects to be analyzed. In statistics, it has long been used for both the preliminary 

investigation of the data and the final data analysis. Sampling can also be very useful in 

data mining. However, the motivations for sampling in statistics and data mining are often 

different. Statisticians use sampling because obtaining the entire set of data of interest is 

too expensive or time consuming to process all the data. In some cases, using a sampling 

algorithm can reduce the data size to the point where a better, but more expensive algorithm 

can be used. 

• Dimensionality reduction: Datasets can have a large number of feature. Consider set 

documents, where each documents is represented by a vector whose components are the 

frequencies with which each word occurs in the document. In such cases, there are typically 

thousands or tens of thousands of attributes (components), one for each word in the 

vocabulary. As another example, consider a set of time series consisting of the daily closing 

price of various stocks over a period of 30 days. In this case, the attributes, which are the 

prices on specific days again number in the thousands. 

 There is variety of benefits to dimensionality reduction. A key benefit is that many data 

mining algorithms work better if the dimensionality-the number of attributes in the data-is lower. 

This is partly because the dimensionality reduction can eliminate irrelevant features and reduce 

noise and partly because of the curse of dimensionality. Another benefit of dimensionality 

reduction is that a reduction of dimensionality can lead to a more understandable model because 

the model may involve fewer attributes. Also, dimensionality reduction may allow the  data to 

be more easily visualized. Even if dimensionality reduction doesn’t reduce the data to two or three 

dimensions, data is often visualized by looking at pairs or  triplets of attributes, and the number 
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of such combinations is greatly reduced. Finally, the amount of time and memory required by the 

data mining algorithms is  reduced with a reduction in dimensionality. 

• Feature subset selection:   The term dimensionality reduction is often those techniques 

that reduce the dimensionality of data set by creating new attributes that are a combination 

of the old attributes. The reduction of dimensionality by selecting new attributes that are a 

subset of the old is known as feature subset selection or feature selection. While it might 

seem that such as approach would lose information, this is not the case if redundant and 

irrelevant features are present. Redundant features duplicate much or all the information 

contained in one or more other attributes. For example, the purchase price of a product and 

ge amount of sales tax paid contain much of the same information. Irrelevant features 

contain almost no useful information for the data mining task at hand. For instance, 

student’s ID numbers are irrelevant to the task of predicting student’s grade point averages. 

Redundant and irrelevant features can reduce classification accuracy and the quality of the 

clusters that are found. 

• Feature creation: It is frequently possible to create, from the original attributes, a new set 

of attributes that captures the important information in a data set much more effectively. 

Furthermore, the number of new attributes can be smaller than the number of original 

attributes, allowing us to reap all the benefits of dimensionality reduction. Three related 

methodologies for creating new attributes are: feature extraction, mapping the data to a 

new space, and feature construction. 

• Discretization and Binarization: Some data mining algorithms, especially certain 

classification algorithms, require that the data be in the form of categorical attributes. 

Algorithms that fine association patterns require that the data be in the form of binary 

attributes. Thus, it is often necessary to transform a continuous attribute into a categorical 

attribute (discretization), and both continuous and discrete attributes may need to be 

transformed into one or more binary attributes (binarization). Additionally, if a categorical 

attribute has a large number of values (categories), or some values occur infrequently, then 

it may be beneficial for certain data mining tasks to reduce the number of categories by 

combining some of the values. 
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• Variable transformation: A variable transformation refers to a transformation that is 

applied to all the values of a variable. In other words, for each subject, the transformation 

is applied to the value of the variable for that object. For example, if only the magnitude of 

a variable is important, then the values of the variable can be transformed by taking the 

absolute value.  

Tasks in Classical Data Mining 

The two “high-level” primary goals of data mining in practice tend to be prediction and description. 

Data Mining tasks are generally divided into two major categories: 

Predictive Tasks: the objective of these tasks is to predict the value of a particular attribute based 

on the values of other attributes. The attribute to be predicted is commonly known as the target or 

dependent variable, while the attributes used for making the prediction are known as the 

explanatory or independent variables. 

Descriptive Tasks: Here, the objective is to derive patterns (correlations, trends, clusters, 

trajectories and anomalies) that summarize the underlying relationships in data. Descriptive data 

mining tasks are often explanatory in nature and frequently require post processing techniques to 

validate and explain and results. 

The relative importance of prediction and description for particular data mining applications can 

vary considerably. However, in context of KDD, description tends to be more important than 

prediction. 

Discovering patterns and rules: Other data mining applications are concerned with pattern 

detection. One example is spotting fraudulent behavior by detecting regions of the space defining 

the different types of transactions where the data points significantly different from the rest. 

Another use is in astronomy, where detection of unusual stars or galaxies may lead to the discovery 

of previously unknown phenomenon. Yet another is the task of finding combinations of items that 

occur frequently in transaction databases (e.g., grocery products that are often purchased together). 

This problem has been the focus of much attention in data mining and has been addressed using 

algorithmic techniques based on association rules. 

A significant challenge here, one that statisticians have traditionally dealt with in the context of 

outlier detection, is deciding what constitutes truly unusual behavior in the context of normal 
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variability. In high dimensions, this can be particularly difficult. Background knowledge and 

human interpretation can be invaluable.  

To achieve the goals of prediction and description, following data mining tasks are carried out. 

• Classification 

• Association Rule Mining 

• Clustering 

• Evolution Analysis 

• Outlier Detection 

• Dependency Modeling 

• Change and Deviation Detection 

Classification: Classification, which is the task of assigning objects to one of several predefined 

categories, is a pervasive problem that encompasses many diverse applications. Examples include, 

detecting spam email messages based upon the message header and content, categorizing cells as 

malignant or benign based upon the results of MRI scans, and classifying galaxies based upon their 

shapes. 

The input data for a classification task is a collection of records. Each record,  also known as an 

instance or example, is categorized by a tuple (x, y), where x is the attribute set and y is a special 

attribute, designated as the class label (also known as category or the target attribute). The 

attributes set in a dataset for classification can be either discrete or continuous but the class label 

must be a discrete attribute. This is the key characteristic that distinguishes classification from 

regression, a predictive modeling task in which y is a continuous attribute. 

Definition (classification): Classification is the task of learning a target function f that maps each 

attribute set x to one of the predefined class labels y. 

The target function is also known informally as a classification model. A classification model is 

useful for the following purposes. 

Descriptive Modeling:  A classification model can serve as an explanatory tool to distinguish 

between objects of different classes. For example, it would be useful-for both biologists and others-

to have a descriptive model that summarizes that data shown… and explains what features define 

a vertebrate as a mammal, reptile, bird, fish, and amphibian. 
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Predictive Modeling: A classification model can also be used to predict the class label of unknown 

records. A classification model can be treated as a black box that automatically assigns a class 

label when presented with the attribute set of an unknown record.  

Classification techniques are most suited for predicting or describing data sets with binary or 

nominal categories. They are less effective for ordinal categories (e.g., to classify a person as a 

member of high, medium or low income group) because they do not consider the implicit order 

among the categories. Other forms of relationships, such as subclass-superclass relationships 

among categories (e.g., humans and apes are primates, which in turn is a subclass of mammals) 

are also ignored.  

Association Rule Mining: Association rule mining, one of the most important and well researched 

techniques of data mining, was first introduced in 1993.It aims to extract interesting correlations, 

frequent patterns, associations or casual structures among sets of items in the transaction databases 

or other data repositories. Association rules are widely used in various areas such as 

telecommunication networks, market and risk management, inventory control etc. Various 

association mining techniques and algorithms will be briefly introduced and compared later. 

Association rule mining is to find out association rules that satisfy the predefined minimum support 

and confidence from a given database. The problem is usually decomposed into two sub-problems. 

One is to find those item sets whose occurrences exceed a predefined threshold in the database; 

those item sets are called frequent or large item sets. The second problem is to generate association 

rules from those large item sets with the constraints of minimal confidence. Suppose one of the 

large item sets is Lk, Lk = {I1, I2, … , Ik}, association rules with this item sets are generated in the 

following way: the first rule is {I1, I2, … , Ik-1}⇒ {Ik}, by checking the confidence this rule can be 

determined as interesting or not. Then other rule are generated by deleting the last items in the 

antecedent and inserting it to the consequent, further the confidences of the new rules are checked 

to determine the interestingness of them. Those processes iterated until the antecedent becomes 

empty. Since the second sub problem is quite straight forward, most of the researches focus on the 

first sub problem. The first sub-problem can be further divided into two sub-problems: candidate 

large item sets generation process and frequent item sets generation process. We call those item 

sets whose support exceed the support threshold as large or frequent item- sets, those item sets that 

are expected or have the hope to be large or frequent are called candidate item sets. In many cases, 
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the algorithms generate an extremely large number of association rules, often in thousands or even 

millions. Further, the association rules are sometimes very large. It is nearly impossible for the end 

users to comprehend or validate such large number of complex association rules, thereby limiting 

the usefulness of the data mining results. Several strategies have been proposed to reduce the 

number of association rules, such as generating only “interesting” rules, generating only 

“nonredundant” rules, or generating only those rules satisfying certain other criteria such as 

coverage, leverage, lift or strength.  

Clustering: Clustering or cluster analysis divides the data into groups (clusters) that are 

meaningful, useful or both. If meaningful groups are the goal, then the clusters should capture the 

natural structure of the data. In some cases, however, cluster analysis is only a useful starting point 

for other purposes, such as data summarization. Cluster analysis groups data objects based only on 

information found in the data that describes the objects and their relationships. The goal is that the 

objects within a group be similar (or related) to one another and different from (or unrelated to) 

the objects in other groups. The greater the similarity (or homogeneity) within a group and the 

greater the difference between groups, the better or more distinct the clustering. There are various 

types of clustering:  

- Hierarchical versus Partitional 

- Exclusive versus Overlapping versus Fuzzy 

- Complete versus Partial 

Evolution Analysis: Data evolution analysis describes and models regularities or trends for 

objects whose behaviors changes over time. Although this may include characterization, 

discrimination, association, classification, or clustering of time-related data, distinct feature of 

such an analysis include time-series data analysis, sequence or periodicity pattern matching, and 

similarity-based data analysis. 

Outlier Detection: A database may contain data objects that do not comply with the general 

behavior or model of the data. These data objects are outliers. Most data mining methods discard 

outliers as noise as exceptions. However, in some applications such as fraud detection, the rare 

events can be more interesting than the more regularly occurring ones. The analysis of outlier data 

is referred to as outlier mining. 
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Dependency modeling: Dependency modeling consists of finding a model that describes 

significant dependencies between variables. Dependency models exist at two levels: (1) the 

structural level of the model specifies (often in graphic form) which variables are locally 

dependent on each other and (2) the quantitative level of the model specifies the strengths of the 

dependencies using some numeric scale. For example, probabilistic dependency networks use 

conditional independence to specify the structural aspect of the model and probabilities or 

correlations to specify the strengths of the dependencies. Probabilistic dependency networks are 

increasingly finding applications in areas as diverse as the development of probabilistic medical 

expert systems from databases, information retrieval, and modeling of the human genome. 

Change and deviation detection: Change and deviation detection focuses on discovering the 

most significant changes in the data from previously measured or normative values. 

Components of Data Mining Algorithms 

The data mining algorithms that address various data mining tasks have four basic components: 

1. Model or Pattern Structure: Determining the underlying structure of functional forms 

that we seek from the data. 

2. Score Function: Score functions are for judging the quality of a fitted model. Score 

Functions quantify how well a model or parameter structure fits a given data set. In an ideal 

world the choice of score function would precisely reflect the utility (i.e., the true expected 

benefit) of a particular predictive model. In practice, however, it is often difficult to specify 

precisely the true utility of a model’s predictions. Hence, simple, “generic” score functions, 

such as least squares and classification accuracy are commonly used. 

3. Optimization and Search Method: Optimizing the score function and searching over 

different model and pattern structures. The score function is a measure of how ell aspects 

of the data match proposed models or patterns. Usually, these models or patters are 

described in terms of a structure, sometimes with unknown parameter values. The goal of 

optimization and search is to determine the structure and the parameter values that achieve 

a minimum (or maximum, depending on the context) value of the score function. The task 

of finding the “best” values of parameters in models  is typically cast as an optimization 

(for estimation) problem. The task of finding interesting patterns (such as rules) from a 

large family of potential patterns is typically cast as a combinatorial search problem, and 
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is, often accomplished using heuristic search techniques. In linear regression, a prediction 

rule is usually found by minimizing a least squares score function (the sum of squared 

errors between the prediction from a model and the observed values of the predicted 

variable). Such a score function is amenable to mathematical manipulation, and the model 

that minimizes it can be found algebraically. In contrast, a score function such as 

misclassification rate in supervised classification is difficult to minimize analytically. 

4. Data Management Strategy: Handling the data access efficiently during the 

search/optimization. The final component in any data mining algorithm is the data 

management strategy: the ways in which the data stored, indexed, and accessed. Most well-

known data analysis algorithms in statistics and machine learning have been developed 

under the assumption that all individual data points can be accessed quickly and efficiently 

in random-access memory (RAM), while main memory technology has improved rapidly, 

there have been equally rapid improvements in secondary (disk) and tertiary tape) storage 

technologies, to the extent that many massive data sets still reside largely on disk or tape 

and will not fit in available RAM. Thus, there will probably be a price to pay for accessing 

massive data sets, since not all data points can be simultaneously close to the main 

processor.  

Problems in Data Mining 

Data mining systems face a lot of problems and pitfalls. A system which is quick and correct on 

some small training sets, could behave completely different when applied to a larger database. A 

data mining system may work perfect for consistent data and perform significant worse when a 

little noise is added to the training set. In this section we take a look at what we mean are the most 

prominent problems and challenges of data mining systems today.  

• Noisy Data  

• Difficult Training Set  

• Databases are Dynamic  

• Databases may be Huge  

Noisy Data: In a large database, many of the attribute values will be inexact or incorrect. This may 

be due to erroneous instruments measuring some property, or human error when registering it. We 

will distinguish between two forms of noise in the data, both described below: 

http://www.pvv.ntnu.no/~hgs/project/report/node23.html#SECTION00561000000000000000
http://www.pvv.ntnu.no/~hgs/project/report/node24.html#SECTION00562000000000000000
http://www.pvv.ntnu.no/~hgs/project/report/node25.html#SECTION00563000000000000000
http://www.pvv.ntnu.no/~hgs/project/report/node26.html#SECTION00564000000000000000
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Corrupted Values: Sometimes some of the values in the training set are altered from what they 

should have been. This may result in one or more tuples in the database conflict with the rules 

already established. The system may then regard these extreme values as noise, and ignore them. 

Alternatively, one may take the values into account possibly changing correct patterns recognized. 

The problem is that one never knows if the extreme values are correct or not, and the challenge is 

how to handle ``weird'' values in the best manner. 

Missing Attribute Values: One or more of the attribute values may be missing both for examples 

in the training set and for object which are to be classified. If attributes are missing in the training 

set, the system may either ignore this object totally, try to take it into account by for instance 

finding what is the missing attribute's most probable value, or use the value ``unknown'' as a 

separate value for the attribute. When an attribute value is missing for an object during 

classification, the system may check all matching rules and calculate the most probable 

classification.  

Difficult Training Set: Sometimes the training set is not the ultimate training set due to several 

reasons. These are the following: 

Not Representative Data: If the data in the training set is not representative for the objects in the 

domain, we have a problem. If rules for diagnosing patients are being created and only elderly 

people are registered in the training set, the result for diagnosing a kid based on these data probably 

will not be good. Even though this may have serious consequences, we would say that not 

representative data is mainly a problem of machine learning when the learning is based on few 

examples. When using large data sets, the rules created probably are representative, as long as the 

data being classified belongs to the same domain as those in the training set. 

No Boundary Cases: To find the real differences between two classes, some boundary cases should 

be present. If a data mining system for instance is to classify animals, the property counting for a 

bird might be that it has wings and not that it can fly. This kind of detailed distinction will only be 

possible if e.g. penguins are registered. 

Limited Information: In order to classify an object to a specific class, some condition attributes are 

investigated. Sometimes, two objects with the same values for condition attributes have a different 

classification. Then, the objects have some properties which are not among the attributes in the 
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training set, but still make a difference. This is a problem for the system, which does not have any 

way of distinguish these two types of objects.  

Databases are Dynamic: Databases usually change continually. We would like rules which reflect 

the content of the database at all times, in order to make the best possible classification. Many 

existing data mining systems require that all the training examples are given at once. If something 

is changed at a later time, the whole learning process may have to be conducted again. An 

important challenge for data mining systems is to avoid this, and instead change its current rules 

according to updates performed.  

Databases may be Huge: The size of data bases seem to be ever increasing. Most machine learning 

algorithms have been created for handling only a small training set, for instance a few hundred 

examples. In order to use similar techniques in databases thousands of times bigger, much care 

must be taken. Having very much data is advantageous since they probably will show relations 

really existing, but the number of possible descriptions of such a dataset is enormous. Some 

possible ways of coping with this problem, are to design algorithms with lower complexity and to 

use heuristics to find the best classification rules. Simply using a faster computer is seldom a good 

solution.  

Conclusion 

The subject of data mining, while relatively young. This overview introduces the major definitions, 

issues and tasks used in data mining.  

The state of the art in automated methods in data mining is still in a fairly early stage of 

development. There are no established criteria for deciding which methods to use in which 

circumstances, and many of the approaches are based on crude heuristic approximations to avoid 

the expensive search required to find optimal, or even good, solutions. Hence, one should be 

careful when confronted with overstated claims about the great ability of a system to mine useful 

information from large (or even small) databases. 
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Data Preprocessing 

Much of the raw data contained in databases is unpreprocessed, incomplete, and noisy. For 

example, the databases may contain fields that are obsolete or redundant; missing values; 

outliers; data in a form not suitable for the data mining models; values not consistent with policy 

or common sense. In order to be useful for data mining purposes, the databases need to undergo 

pre-processing, in the form of data cleaning and data transformation. Data mining often deals with 

data that has not been looked at for years, so that much of the data contains field values that have 

expired, are no longer relevant, or are simply missing. The overriding objective is to minimize 

garbage in, garbage out (GIGO), to minimize the garbage that gets into our model, so that we can 

minimize the amount of garbage that our models give out. Depending on the data set, data pre-

processing alone can account for 10–60% of all the time and effort for the entire data mining 

process. The major steps involved in data pre-processing are: data cleaning, data integration, data 

reduction, and data transformation. 

Data cleaning  

Data cleaning routines work to “clean” the data by filling in missing values, smoothing noisy data, 

identifying or removing outliers, and resolving inconsistencies. If users believe the data are dirty, 

they are unlikely to trust the results of any data mining that has been applied. Furthermore, dirty 

data can cause confusion for the mining procedure, resulting in unreliable output. Although most 

mining routines have some procedures for dealing with incomplete or noisy data, they are not 

always robust. Instead, they may concentrate on avoiding over fitting the data to the function being 

modelled. Therefore, a useful preprocessing step is to run the data through some data cleaning 

routines.  
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Data Integration  

Data mining often requires data integration i.e. the merging of data from multiple data stores. 

Careful integration can help reduce and avoid redundancies and inconsistencies in the resulting 

data set. This can help improve the accuracy and speed of the subsequent data mining process. The 

semantic heterogeneity and structure of data pose great challenges in data integration. How can 

we match schema and objects from different sources? This is the essence of the entity identification 

problem. Are any attributes correlated? Correlation tests can be performed for numeric and 

nominal data. Tuple duplication test can be done. Finally, the detection and resolution of data value 

conflicts is done. 

Data reduction  

Data reduction techniques can be applied to obtain a reduced representation of the data set that is 

much smaller in volume, yet closely maintains the integrity of the original data. That is, mining on 

the reduced data set should be more efficient yet produce the same (or almost the same) analytical 

results. 

Data reduction strategies include dimensionality reduction and numerosity reduction. In 

dimensionality reduction, data encoding schemes are applied so as to obtain a reduced or 

“compressed” representation of the original data. Examples include data compression techniques 

(e.g., wavelet transforms and principal components analysis), attribute subset selection (e.g., 

removing irrelevant attributes), and attribute construction (e.g., where a small set of more useful 

attributes is derived from the original set). In numerosity reduction, the data are replaced by 

alternative, smaller representations using parametric models (e.g., regression or log-linear models) 

or nonparametric models (e.g., histograms, clusters, sampling, or data aggregation). 

Data Transformation and Data Discretization 

In data transformation, the data are transformed or consolidated into forms appropriate for mining. 

Strategies for data transformation include the following: 

1. Smoothing, which works to remove noise from the data. Techniques include binning, 

regression, and clustering. 

2. Attribute construction (or feature construction), where new attributes are constructed 

and added from the given set of attributes to help the mining process. 
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3. Aggregation, where summary or aggregation operations are applied to the data. For example, 

the daily sales data may be aggregated so as to compute monthly and annual total amounts. This 

step is typically used in constructing a data cube for data analysis 

at multiple abstraction levels. 

4. Normalization, where the attribute data are scaled so as to fall within a smaller range, such as (-

1.0 to 1.0) or (0.0 to 1.0). 

5. Discretization, where the raw values of a numeric attribute (e.g., age) are replaced by 

interval labels (e.g., 0–10, 11–20, etc.) or conceptual labels (e.g., youth, adult, senior). The labels, 

in turn, can be recursively organized into higher-level concepts, resulting in a concept hierarchy 

for the numeric attribute. More than one concept hierarchy can be defined for the same attribute to 

accommodate the needs of various users. 

6. Concept hierarchy generation for nominal data 

 

 

Fig.1 : Forms of Data Preprocessing 

Performance Evaluation 

Evaluating the performance of a data mining technique is a fundamental aspect of machine 

learning. Evaluation method is the yardstick to examine the efficiency and performance of any 

model. The evaluation is important for understanding the quality of the model or technique, for 
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refining parameters in the iterative process of learning and for selecting the most acceptable model 

or technique from a given set of models or techniques. There are several criteria for evaluating 

models for different tasks and other criteria that can be important as well, such as the computational 

complexity or the comprehensibility of the model. The most widely used measures for evaluating 

the performance of the techniques used for carrying out different data mining tasks (classification, 

association rule mining and clustering) are discussed here.  

Evaluation Methods for a Classification Model 

For classification problems it is natural to measure a classifier’s performance in terms of the error 

rate. The classifier predicts the class of each instance; if it is correct, it is counted as “Success”, if 

not, it is an error. The error rate is just the proportion of the errors made over the whole set of 

instances and it measures the overall performance of the classifier. The most popular methods for 

the performance evaluation of a classifier are described below: 

Cross-validation  

Cross-validation is a technique for estimating the generalization performance of a predictive 

model. The main idea behind CV is to split data, once or several times, for estimating the risk of 

each algorithm: Part of data (the training sample) is used for training each algorithm, and the 

remaining part (the validation sample) is used for estimating the risk of the algorithm. Then, CV 

selects the algorithm with the smallest estimated risk. Cross validation is an alternative to random 

subsampling.  

Holdout Method  

Hold-out or (simple) validation relies on a single split of data. The holdout method is the simplest 

kind of cross validation. The data set is separated into two sets, called the training set and the 

testing set. The function approximator fits a function using the training set only. Then the function 

approximator is asked to predict the output values for the data in the testing set (it has never seen 

these output values before). The errors it makes are accumulated as before to give the mean 

absolute test set error, which is used to evaluate the model. The advantage of this method is that it 

is usually preferable to the residual method and takes no longer to compute. However, its 

evaluation can have a high variance. The evaluation may depend heavily on which data points end 

up in the training set and which end up in the test set, and thus the evaluation may be significantly 

different depending on how the division is made.  
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Random Sub-sampling  

The hold out method can be repeated several times to improve the estimation of a classifier’s 

performance. This approach is known as random sub-sampling. Random sub-sampling encounters 

some of the problems associated with the holdout method because it does not utilize as much data 

as possible for training. It has also no control over the number of times each record is used for 

testing and training. Consequently, some records might be used for training more often than others. 

k-fold Cross-validation 

It is one way to improve over the holdout method. The data set is divided into k subsets, and the 

holdout method is repeated k times. Each time, one of the k subsets is used as the test set and the 

other k-1 subsets are put together to form a training set. Then the average error across all k trials 

is computed. The advantage of this method is that it matters less how the data gets divided. Every 

data point gets to be in a test set exactly once, and gets to be in a training set k-1 times. The variance 

of the resulting estimate is reduced as k is increased. The disadvantage of this method is that the 

training algorithm has to be rerun from scratch k times, which means it takes k times as much 

computation to make an evaluation. A variant of this method is to randomly divide the data into a 

test and training set k different times. The advantage of doing this is that you can independently 

choose how large each test set is and how many trials you average over.  

Leave-one-out Method 

When K-fold cross-validation taken to its logical extreme, with K equal to N, the number of data 

points in the set. That means that N separate times, the function approximator is trained on all the 

data except for one point and a prediction is made for that point. As before the average error is 

computed and used to evaluate the model. The evaluation given by leave-one-out cross validation 

error (LOO-XVE) is good, but at first pass it seems very expensive to compute. Fortunately, locally 

weighted learners can make LOO predictions just as easily as they make regular predictions. That 

means computing the LOO-XVE takes no more time than computing the residual error and it is a 

much better way to evaluate models.  

Bootstrap 

Unlike other methods discussed above, in which the sampling is done without replacement, in 

bootstrap method, the training records are sampled with replacement i.e., a record already chosen 

for training is put back into the original pool of records so that it is equally likely to be redrawn. 
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Confusion Matrix 

A binary classification model classifies each instance into one of two classes; say a true and a false 

class. This gives rise to four possible classifications for each instance: a true positive, a true 

negative, a false positive, or a false negative. This situation can be depicted as a confusion matrix 

(also called contingency table) given in figure 1. The confusion matrix juxtaposes the observed 

classifications for a phenomenon (columns) with the predicted classifications of a model (rows). 

In Fig. 1, the classifications that lie along the major diagonal of the table are the correct 

classifications, that is, the true positives and the true negatives. The other fields signify model 

errors. For a perfect model we would only see the true positive and true negative fields filled out, 

the other fields would be set to zero. It is common to call true positives hits, true negatives correct 

rejections, false positive false alarms, and false negatives misses. A number of model performance 

metrics can be derived from the confusion matrix. Perhaps, the most common metric is accuracy 

defined by the following formula: 

accuracy =  

Other performance metrics include precision and recall defined as follows: 

precision =   ,         recall =             

                               

Fig 2: Format of a confusion matrix 
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Receiver Operating Curves (ROC) 

Central to constructing, deploying, and using classification models is the question of model 

performance assessment. Traditionally this is accomplished by using metrics derived from the 

confusion matrix or contingency table. However, it has been recognized that (a) a scalar is a poor 

summary for the performance of a model in particular when deploying non-parametric models 

such as artificial neural networks or decision trees and (b) some performance metrics derived from 

the confusion matrix are sensitive to data anomalies such as class skew. Recently it has been 

observed that Receiver Operating Characteristic (ROC) curves visually convey the same 

information as the confusion matrix in a much more intuitive and robust fashion. ROC curves are 

two-dimensional graphs that visually depict the performance and performance trade-off of a 

classification model. ROC curves were originally designed as tools in communication theory to 

visually determine optimal operating points for signal discriminators. Two new performance 

metrics have to be introduced here in order to construct ROC curves (they have been defined here 

in terms of the confusion matrix), the true positive rate (TPR) and the false positive rate (FPR): 

True Positive Rate =    = recall, 

False Positive Rate =            

ROC graphs are constructed by plotting the true positive rate against the false positive rate (figure 

2 (a)). A number of regions of interest in a ROC graph can be identified. The diagonal line from 

the bottom left corner to the top right corner denotes random classifier performance, that is, a 

classification model mapped onto this line produces as many false positive responses as it produces 

true positive responses. To the left bottom of the random performance line there is the conservative 

performance region. Classifiers in this region commit few false positive errors. In the extreme 

case, denoted by point in the bottom left corner, a conservative classification model will classify 

all instances as negative. In this way it will not commit any false positives but it will also not 

produce any true positives. The region of classifiers with liberal performance occupies ROC 

graphs are constructed by plotting the true positive rate against the false positive rate (figure 2(a)). 

A number of regions of interest can be identified in a ROC graph. The diagonal line from the 

bottom left corner to the top right corner denotes random classifier performance, that is, a 

classification model mapped onto this line produces as many false positive responses as it produces 
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true positive responses. To the left bottom of the random performance line is the conservative 

performance region. Classifiers in this region commit few false positive errors. In the extreme 

case, denoted by point in the bottom left corner, a conservative classification model will classify 

all instances as negative. In this way it will not commit any false positives but it will also not 

produce any true positives. The region of classifiers with liberal performance occupies the top of 

the graph. These classifiers have a good true positive rate but also commit substantial numbers of 

false positive errors. Again, in the extreme case denoted by the point in the top right corner, we 

have classification models that classify every instance as positive. In that way, the classifier will 

not miss any true positives but it will also commit a very large number of false positives. Classifiers 

that fall in the region to the right of the random performance line have a performance worse than 

random performance, that is, they consistently produce more false positive responses than true 

positive responses. However, because ROC graphs are symmetric along the random performance 

line, inverting the responses of a classifier in the “worse than random performance” region will 

turn it into a well performing classifier in one of the regions above the random performance line. 

Finally, the point in the top left corner denotes perfect classification: 100% true positive rate and 

0% false positive rate. 
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(a)  

(b)       (c)      (d) 

Figure 2: ROC curves: (a) regions of a ROC graph (b) an almost perfect classifier (c) a reasonable 

classifier (d) a poor classifier. 

The point marked with A is the classifier from the previous section with a TPR = 0.90 and a FPR 

= 0.35. Note, that the classifier is mapped to the same point in the ROC graph regardless whether 

we use the original test set or the test set with the sampled down negative class illustrating the fact 

that ROC graphs are not sensitive to class skew. Classifiers mapped onto a ROC graph can be 

ranked according to their distance to the ‘perfect performance’ point. In Figure 2 (a) classifier A 

is considered to be superior to a hypothetical classifier B because A is closer to the top left corner.  

The true power of ROC curves, however, comes from the fact that they characterize the 

performance of a classification model as a curve rather than a single point on the ROC graph. In 

addition, Figure 2 shows some typical examples of ROC curves. Part (b) depicts the ROC curve 

of an almost perfect classifier where the performance curve almost touches the ‘perfect 

performance’ point in the top left corner. Part (c) and part (d) depict ROC curves of inferior 

classifiers. At this level the curves provide a convenient visual representation of the performance 

of various models where it is easy to spot optimal versus sub-optimal models. 

Evaluation methods for Association Rule Mining 

To select interesting rules from the set of all possible rules, constraints on various measures of 

significance and interest can be used. The best-known constraints are minimum thresholds on 

support and confidence. Since the database is large and users concern about only those frequently 

purchased items, usually thresholds of support and confidence are predefined by users to drop 

those rules that are not so interesting or useful. The two thresholds are called minimal support and 
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minimal confidence respectively. A few more measure of interestingness for association rule 

mining are Lift, Conviction and Succinctness. 

Support 

The support supp(X) of an itemset X is defined as the proportion of transactions in the data set 

which contain the itemset. In the example database, the itemset {milk,bread,butter} has a support 

of 1 / 5 = 0.2 since it occurs in 20% of all transactions (1 out of 5 transactions).  

Confidence 

The confidence of a rule is defined as: 

     

For example, the rule has a confidence of 0.2 / 0.4 = 0.5 in the 

database, which means that for 50% of the transactions containing milk and bread the rule is 

correct.  Confidence can be interpreted as an estimate of the probability P(Y | X), the probability 

of finding the RHS of the rule in transactions under the condition that these transactions also 

contain the LHS.  

Lift 

The lift of a rule is defined as: 

 

or the ratio of the observed support to that expected if X and Y were independent. The  rule 

 has a lift of  .  

Conviction 

The conviction of a rule is defined as:  

 

The rule has a conviction of , and can be interpreted as the 

ratio of the expected frequency that X occurs without Y (that is to say, the frequency that the rule 

makes an incorrect prediction) if X and Y were independent divided by the observed frequency of 

incorrect predictions. In this example, the conviction value of 1.2 shows that the rule 

would be incorrect 20% more often (1.2 times as often) if the 

association between X and Y was purely random chance.  

http://en.wikipedia.org/wiki/Independence_(probability_theory)
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Succinctness 

The property of succinctness (Characterized by clear, precise expression in few words) of a 

constraint. A constraint is succinct if we are able to explicitly write down all Item-sets, that satisfy 

the constraint. 

Example : Constraint C = S.Type = {NonFood} 

Products that would satisfy this constraint are for example {Headphones, Shoes, Toilet paper} 

Evaluation Method for Clustering 

The task of clustering seems to be intrinsically difficult to evaluate. Classification and association 

learning has an objective criterion of success-prediction made on the test cases are either right or 

wrong whereas it is not so with clustering. The only way to realistically evaluate clustering is 

whether the result of clustering is proved useful in the application context. 

Clustering can be evaluated from a description length perspective, using the Minimum Description 

Length (MDL) Principle.  

MDL Principle 

The minimum description length (MDL) principle is a formalization of Occam's Razor in which 

the best hypothesis for a given set of data is the one that leads to the best compression of the data. 

MDL was introduced by Jorma Rissanen in 1978. It is an important concept in information theory 

and learning theory.  

Suppose a cluster-learning technique divides the training set E into k clusters. If these clusters are 

natural ones, it should be possible to use them to encode E more efficiently. The best clustering 

will support the most efficient encoding. One way of encoding the instances in E with respect to a 

given clustering is to start by encoding the cluster centers-the average value of each attribute over 

all instances in the cluster. Then, for each instance in E, transmit which cluster it belongs to (in 

log2k bits) followed by its attribute values with respect to the 

cluster center-perhaps as the numeric difference of each attribute value from the center. Couched 

as it is in terms of averages and differences, this description presupposes numeric attributes and 

raises thorny questions about how to code numbers efficiently. Nominal attributes can be handled 

in a similar manner: for each cluster there is a probability distribution for the attribute values, and 

the distributions are different for different clusters. The coding issue becomes more 

straightforward: attribute values are coded with respect to the relevant probability distribution, a 

http://en.wikipedia.org/wiki/Occam%27s_Razor
http://en.wikipedia.org/wiki/Hypothesis
http://en.wikipedia.org/wiki/Data_compression
http://en.wikipedia.org/wiki/Jorma_Rissanen
http://en.wikipedia.org/wiki/Information_theory
http://en.wikipedia.org/wiki/Learning_theory
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standard operation in data compression. If the data exhibits extremely strong clustering, this 

technique will result in a smaller description length than simply transmitting the elements of E 

without any clusters. However, if the clustering effect is not so strong, it will likely increase rather 

than decrease the description length. The overhead of transmitting cluster-specific distributions for 

attribute values will more than offset the advantage gained by encoding each training instance 

relative to the cluster it lies in. This is where more sophisticated coding techniques come in. Once 

the cluster centers have been communicated, it is possible to transmit cluster-specific probability 

distributions adaptively, in tandem with the relevant instances: the instances themselves help to 

define the probability distributions, and the probability distributions help to define the instances. 

We will not venture further into coding techniques here. The point is that the MDL formulation, 

properly applied, may be flexible enough to support the evaluation of clustering. But actually doing 

it satisfactorily in practice is not easy. 
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History  

The concept of relational databases was first described by Edgar Frank Codd in the IBM research 

report RJ599, dated August 19th, 1969. However, the article that is usually considered the 

cornerstone of this technology is "A Relational Model of Data for Large Shared Data Banks," 

published in Communications of the ACM (Vol. 13, No. 6, June 1970, pp. 377-87).  

Additional articles by E. F. Codd throughout the 1970s and 80s are still considered gospel for 

relational database implementations. His famous "Twelve Rules for Relational Databases" were 

published in two Computerworld articles "Is Your DBMS Really Relational?" and "Does Your 

DBMS Run By the Rules?" on October 14, 1985, and October 21, 1985, respectively. He has since 

expanded on the 12 rules, and they now number 333, as published in his book "The Relational 

Model for Database Management, Version 2" (Addison -Wesley, 1990).  

Codd's twelve rules call for a language that can be used to define, manipulate, and query the data 

in the database, expressed as a string of characters.  

The language, SQL, was originally developed in the research division of IBM and has been 

adopted by all major relational database vendors. The name SQL originally stood for Structured 

Query Language. The first commercially available implementation of the language was named 

SEQUEL (for Sequential English QUEry Language) and was part of IBM's SEQUEL/DS product.  

SQL has been adopted as an ANSI/ISO standard. Although revised in 1999 (usually referenced as 

SQL99 or SQL3), most vendors are still not fully compliant with the 1992 version of the standard. 

The 1992 standard is smaller and simpler to reference for a user, and since only some of the 1999-

specific requirements are typically implemented at this time, it may be a better starting point for 

learning the language.  

 

 

mailto:sudeep.marwaha@icar.gov.in
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Codd's Twelve Rules  

Many references to the twelve rules include a thirteenth rule - or rule zero: A relational 

database management system (DBMS) must manage its stored data using only its relational 

capabilities. This is basically a corollary or companion requirement to rule #4. 

1. Information Rule 

All information in the database should be represented in one and only one way -- as values 

in a table.  

2. Guaranteed Access Rule 

Each and every datum (atomic value) is guaranteed to be logically accessible by resorting 

to a combination of table name, primary key value, and column name. 

3. Systematic Treatment of Null Values 

Null values (distinct from empty character string or a string of blank characters and distinct 

from zero or any other number) are supported in the fully relational DBMS for representing 

missing information in a systematic way, independent of data type. 

4. Dynamic Online Catalog Based on the Relational Model 

The database description is represented at the logical level in the same way as ordinary 

data, so authorized users can apply the same relational language to its interrogation as they 

apply to regular data.  

5. Comprehensive Data Sublanguage Rule 

A relational system may support several languages and various modes of terminal use. 

However, there must be at least one language whose statements are expressible, per some 

well-defined syntax, as character strings and whose ability to support all of the following 

is comprehensible: 

   a. data definition  

   b. view definition  

   c. data manipulation (interactive and by program)  

   d. integrity constraints  

   e. authorization  

    f. transaction boundaries (begin, commit, and rollback).  
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6. View Updating Rule 

All views that are theoretically updateable are also updateable by the system. 

7. High-Level Insert, Update, and Delete 

The capability of handling a base relation or a derived relation as a single operand applies 

not only to the retrieval of data, but also to the insertion, update, and deletion of data.  

8. Physical Data Independence 

Application programs and terminal activities remain logically unimpaired whenever any 

changes are made in either storage representation or access methods. 

9. Logical Data Independence 

Application programs and terminal activities remain logically unimpaired when 

information preserving changes of any kind that theoretically permit unimpairment are 

made to the base tables.  

10. Integrity Independence 

Integrity constraints specific to a particular relational database must be definable in the 

relational data sublanguage and storable in the catalog, not in the application programs.  

11. Distribution Independence 

The data manipulation sublanguage of a relational DBMS must enable application 

programs and terminal activities to remain logically unimpaired whether and whenever 

data are physically centralized or distributed.  

12. Nonsubversion Rule 

If a relational system has or supports a low-level (single-record-at-a-time) language, that 

low-level language cannot be used to subvert or bypass the integrity rules or constraints 

expressed in the higher-level (multiple-records-at-a-time) relational language.  

 

The rules primarily address implementation requirements for relational database management 

system (RDBMS) vendors. However, some of them also have an impact on application design.  

Theoretical Foundation for Designing Databases  

Purpose 

The problem with data is that it changes. Not just its individual items' values change, but their 

structure and use, especially when kept over extended periods of time. Even for public records that 
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may have been kept for hundreds of years, there are occasionally changes in what data elements 

are captured and recorded and how. 

Therefore, a method to avoid problems due to duplication of data values and modification of 

structure and content has been developed. This method is called normalization.  

You normalize a database in order to ensure data consistency and stability, to minimize data 

redundancy, and to ensure consistent updateability and maintainability of the data, and avoid 

update and delete anomalies that result in ambiguous data or inconsistent results.  

Some Key Concepts 

Before we continue, understanding of the correlation between the formal names of Tables, Rows, 

and Columns in Relational Theory and their more common counterparts is essential:  

Formal Name Common Name Also Known As 

Relation Table Entity 

Tuple Row Record 

Attribute Column Field 

 

A Primary Key is one or more columns whose values uniquely identify a row in a table (See rule 

#2 above). 

A Candidate Key is one or more columns whose values could be used to uniquely identify a row 

in a table. The Primary Key is chosen among a table's Candidate Keys.  

Normalization 

Normalization is the formalization of the design process of making a database compliant with the 

concept of a Normal Form. It addresses various ways in which we may look for repeating data 

values in a table. There are several levels of the Normal Form, and each level requires that the 

previous level be satisfied. I have used the wording (indicated in italicized text) for each 

normalization rule from the Handbook of Relational Database Design by Candace C. Fleming and 

Barbara von Halle.4  

The normalization process is based on collecting an exhaustive list of all data items to be 

maintained in the database and starting the design with a few "superset" tables. Theoretically, it 
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may be possible, although not very practical, to start by placing all the attributes in a single table. 

For best results, start with a reasonable breakdown.  

 

First Normal Form 

Reduce entities to first normal form (1NF) by removing repeating or multivalued attributes to 

another, child entity. 

Basically, make sure that the data is represented as a (proper) table. While key to the relational 

principles, this is somewhat a motherhood statement. However, there are six properties of a 

relational table (the formal name for "table" is "relation"):  

   Property 1: Entries in columns are single-valued. 

   Property 2: Entries in columns are of the same kind. 

   Property 3: Each row is unique. 

   Property 4: Sequence of columns is insignificant. 

   Property 5: Sequence of rows is insignificant. 

   Property 6: Each column has a unique name. 

The most common sins against the first normal form (1NF) are the lack of a Primary Key and the 

use of "repeating columns." This is where multiple values of the same type are stored in multiple 

columns. Take, for example, a database used by a company's order system. If the order items were 

implemented as multiple columns in the Orders table, the database would not be 1NF:  

OrderNo Line1Item Line1Qty Line1Price Line2Item Line2Qty Line2Price 

245 PN768 1 Rs. 35 PN656 3 Rs. 15 

 

To make this first normal form, we would have to create a child entity of Orders (Order Items) 

where we would store the information about the line items on the order. Each order could then 

have multiple Order Items related to it.  

 

 

 

 

OrderNo Item Qty Price 

245 PN768 1 Rs. 35 

245 PN656 3 Rs. 15 
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Second Normal Form 

Reduce first normal form entities to second normal form (2NF) by removing attributes that are 

not dependent on the whole primary key.  

The purpose here is to make sure that each column is defined in the correct table. Using the more 

formal names may make this a little clearer. Make sure each attribute is kept with the entity that it 

describes.  

Consider the Order Items table that we established above. If we place Customer reference in the 

Order Items table (Order Number, Line Item Number, Item, Qty, Price, Customer) and assume 

that we use Order Number and Line Item Number as the Primary Key, it quickly becomes obvious 

that the Customer reference becomes repeated in the table because it is only dependent on a portion 

of the Primary Key - namely the Order Number. Therefore, it is defined as an attribute of the wrong 

entity. In such an obvious case, it should be immediately clear that the Customer reference should 

be in the Orders table, not the Order Items table.  

 

So instead of:  

OrderNo ItemNo Customer Item Qty Price 

245 1 SteelCo PN768 1 Rs. 35 

245 2 SteelCo PN656 3 Rs. 15 

246 1 Acme Corp PN371 1 Rs. 2.99 

246 2 Acme Corp PN015 7 Rs. 5 

 

We get:  

 

OrderNo Customer 

245 SteelCo 

246 
Acme 

Corp 

 

OrderNo ItemNo Item Qty Price 

245 1 PN768 1 Rs. 35 

245 2 PN656 3 Rs. 15 

246 1 PN371 1 Rs. 2.99 

246 2 PN015 7 Rs. 5 
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Third Normal Form 

Reduce second normal form entities to third normal form (3NF) by removing attributes 

that depend on other, nonkey attributes (other than alternative keys). 

  This basically means that we shouldn't store any data that can either be derived from 

other columns or belong in another table. Again, as an example of derived data, if our Order 

Items table includes both Unit Price, Quantity, and Extended Price, the table would not be 3NF. 

So we would remove the Extended Price (= Qty * Unit Price), unless, of course, the value saved 

is a manually modified (rebate) price, but the Unit Price reflects the quoted list price for the 

items at the time of order.  

Also, when we established that the Customer reference did not belong in the Order Items 

table, we said to move it to the Orders table. Now if we included customer information, such as 

company name, address, etc., in the Orders table, we would see that this information is dependent 

not so much on the Order per se, but on the Customer reference, which is a nonkey (not Primary 

Key) column in the Orders table. Therefore, we need to create another table (Customers) to hold 

information about the customer. Each Customer could then have multiple Orders related to it.  

 

OrderNo Customer Address City 

245 SteelCo Delhi Delhi 

246 Acme Corp Maharashtra Bombay 

247 SteelCo Delhi Delhi 

 

OrderNo Customer 

245 SteelCo 

246 
Acme 

Corp 

247 SteelCo 
 

Customer Address City 

SteelCo Delhi Delhi 

Acme Corp Maharashtra Bombay 
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Why Stop Here?  

Many database designers stop at 3NF, and those first three levels of normalization do provide the 

most bang for the buck. Indeed, these were the original normal forms described in E. F. Codd's 

first papers. However, there are currently four additional levels of normalization, so read on. Be 

aware of what you don't do, even if you stop with 3NF. In some cases, you may even need to de-

normalize some for performance reasons.  

Boyce/Codd Normal Form 

Reduce third normal form entities to Boyce/Codd normal form (BCNF) by ensuring that they are 

in third normal form for any feasible choice of candidate key as primary key.  

In short, Boyce/Codd normal form (BCNF) addresses dependencies between columns that are part 

of a Candidate Key.  

Some of the normalizations performed above may depend on our choice of the Primary 

Key. BCNF addresses those cases where applying the normalization rules to a Candidate Key other 

than the one chosen as the Primary Key would give a different result. In actuality, if we substitute 

any Candidate Key for Primary Key in 2NF and 3NF, 3NF would be equivalent with BCNF.  

In a way, the BCNF is only necessary because the formal definitions center around the Primary 

Key rather than an entity item abstraction. If we define an entity item as an object or information 

instance that correlates to a row, and consider the normalization rules to refer to entity items, this 

normal form would not be required.  

In our example for 2NF above, we assumed that we used a composite Primary Key 

consisting of Order Number and Line Item Number, and we showed that the customer reference 

was only dependent on a portion of the Primary Key - the Order Number. If we had assigned a 

unique identifier to every Order Item independent of the Order Number, and used that as a single 

column Primary Key, the normalization rule itself would not have made it clear that it was 

necessary to move the Customer reference.  

There are some less obvious situations for this normalization rule where a set of data 

actually contains more than one relation, which the following example should illustrate.  

Consider a scenario of a large development organization, where the projects are organized in 

project groups, each with a team leader acting as a liaison between the overall project and a group 

of developers in a matrix organization. Assume we have the following situation:  
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Each Project can have many Developers.  

Each Developer can have many Projects.  

For a given Project, each Developer only works for one Lead Developer.  

Each Lead Developer only works on one Project.  

A given Project can have many Lead Developers.  

In this case, we could theoretically design a table in two different ways:  

ProjectNo Developer Lead Developer 

20020123 John Doe Elmer Fudd 

20020123 Jane Doe Sylvester 

20020123 Jimbo Elmer Fudd 

20020124 John Doe Ms. Depesto 

 

Case 1: Project Number and Developer as a Candidate Key can be used to determine the Lead 

Developer. In this case, the Lead Developer depends on both attributes of the key, and the table is 

3NF if we consider that our Primary Key. 

  

Lead Developer Developer ProjectNo 

Elmer Fudd John Doe 20020123 

Sylvester Jane Doe 20020123 

Elmer Fudd Jimbo 20020123 

Ms. Depesto John Doe 20020124 

 

Case 2: Lead Developer and Developer is another Candidate Key, but in this case, the Project 

Number is determined by the Lead Developer alone. Thus it would not be 3NF if we consider that 

our Primary Key.  
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In reality, these three data items contain more than one relation (Project - Lead Developer and 

Lead Developer - Developer). To normalize to BCNF, we would remove the second relation and 

represent it in a second table. (This also illustrates why a table is formally named a relation.)  

 

ProjectNo Lead Developer 

20020123 Elmer Fudd 

20020123 Sylvester 

20020123 Elmer Fudd 

20020124 Ms. Depesto 

Lead Developer Developer 

Elmer Fudd John Doe 

Elmer Fudd Jimbo 

Sylvester Jane Doe 

Ms. Depesto John Doe 

 



 

 
 

164 

Structured Query Language (SQL) 

Sudeep Marwaha 

Division of Computer Application, IASRI, New Delhi 

sudeep.marwaha@icar.gov.in 
 

The Relational Model  

The relational model was developed by E F Codd at the IBM San Jose Research Laboratory in the 

late 1960s. This work being published in 1970 under the title:  

"A Relational Model of Data For Large Shared Data Banks".  

In this paper Codd defines the relational model and its capabilities mathematically.  

Following this publication, a number of research projects were undertaken in the early 1970s with 

the aim of implementing a relational database management system. The earliest of these projects 

included, System R at IBM, San Jose and Ingres at the University of California, Berkeley.  

 

Relational Query Languages  

The relational database model as defined by Codd included a number of alternative 

relational query languages.  

The Ingres project developed a query language called Quel which broadly complies with Codd's 

definition of a tuple relational calculus query language. Quel is still a part of the Ingres DBMS 

available today; although in view of current trends SQL is generally chosen.  

The System R project developed a series of query languages; the first of these called 

SQUARE, was later developed into a more convenient form called SEQUEL. SEQUEL was itself 

further developed into the form of today's SQL. SQL is pronounced as "ess-que-el". 

In 1986 the American National Standards Institute ANSI published an SQL standard the:  

"Systems Application Architecture Database Interface (SAA SQL)".  

SQL is a non-procedural language that is, it allows the user to concentrate on specifying what data 

is required rather than concentrating on the how to get it.   

The non-procedural nature of SQL is one of the principle characteristics of all 4GLs - 

Fourth Generation Languages - and contrasts with 3GLs (eg, C, Pascal, Modula-2, COBOL, etc) 

in which the user has to give particular attention to how data is to be accessed in terms of storage 

mailto:sudeep.marwaha@icar.gov.in
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method, primary/secondary indices, end-of-file conditions, error conditions (eg ,Record NOT 

Found), and so on.  

Structured Query languages have two main components:  

• Data Manipulation Language (DML) 

• Data Definition Language (DDL) 

where the DML part of the language is used to retrieve, delete and amend instances of data in the 

database and where the DDL part of the language is used to describe the type of data to be held by 

the database. 

SQL works with database programs like MS Access, DB2, Informix, MS SQL Server, Oracle, 

Sybase, etc. 

Unfortunately, there are many different versions of the SQL language, but to be in compliance 

with the ANSI standard, they must support the same major keywords in a similar manner (such as 

SELECT, UPDATE, DELETE, INSERT, WHERE, and others). 

Relational Database Terminology  

In a Relational Database all data may be viewed in the form of simple two-dimensional 

tables and to distinguish this representation of data from that of other representations we use a 

separate terminology to describe the data held in a Relational Database.  

There are in fact alternative terms used to describe the data in a relational database.  

 

     Equivalent Terms   Relational Databases     Non Database         

  Relation            Table                     File             

  Tuple                Row                        Record            

  Attribute           Column                  Field            

SQL Data Manipulation Language 

 

The DML component of SQL comprises four basic statements:  

SELECT to retrieve rows from tables  

UPDATE to modify the rows of tables  

DELETE to remove rows from tables  

INSERT to add new rows to tables. 
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A database most often contains one or more tables. Each table is identified by a name (i.e. 

"Customers" or "Orders"). The table will be populated with data. One rwo of a table is known as 

records. Below is an example of a table called "Persons": 

 

LastName FirstName Address City DateofBirth Salary 

Dubey Vipin Krishi Niketan106 Kushinagar 24/07/1977 9000.00 

Lal Shashi Malviya Nagar 23 Delhi 20/04/1973 9000.00 

Farooqi Samir Karim Nagar 20 Allahabad 11/05/1969 10000.00 

Sivaramane Nilkanta Paschim Vihar 16 Delhi 10/11/1970 8000.00 

 

The table above contains four records (one for each person) and six columns (LastName, 

FirstName, Address, City, DateofBirth and Salary). 

 

Note: Some SQL statements ends with a semicolon. Is this necessary? We are using MS Access 

and SQL Server 2000 and we do not have to put a semicolon after each SQL statement, but some 

database programs force you to use it. 

General Syntax of the SQL statements is  

SELECT [ALL | DISTINCT] column1[,column2] 

FROM table1[,table2] 

[WHERE "conditions"] 

[GROUP BY "column-list"] 

[HAVING "conditions] 

[ORDER BY "column-list" [ASC | DESC] ]                             

The column names that follow the select keyword determine which columns will be returned in 

the results. You can select as many column names that you'd like, or you can use a "*" to select 

all columns.  

The table name that follows the keyword from specifies the table that will be queried to retrieve 

the desired results.  
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The where clause (optional) specifies which data values or rows will be returned or displayed, 

based on the criteria described after the keyword where.  

The group by clause (optional) specifies which data values or rows will be grouped, based on the 

criteria described after the keyword group by 

The Having clause (optional), based on the criteria described after the keyword having. The order 

by clause (optional) specifies rows in a specified order will be returned or displayed, based on the 

criteria described after the keyword order by. 

The SELECT Statement 

The SELECT statement is used to select data from a table. The tabular result is stored in a result 

table 

 SELECT column_name(s) FROM table_name 

Select All Columns 

 SELECT  * From Table_name 

 Select Some Columns 

 SELECT LastName,FirstName FROM Persons 

The SELECT DISTINCT Statement 

 SELECT DISTINCT column_name(s) FROM table_name  

 

The DISTINCT keyword is used to return only distinct (different) values. 

The WHERE Clause  

To conditionally select data from a table, a WHERE clause can be added to the SELECT 

statement.  

 SELECT column FROM table WHERE column operator value  

Some of the measure syntax 

To select only the persons living in the city "Delhi", we add a WHERE clause to the SELECT 

statement:  
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SELECT * FROM Persons WHERE City='Delhi' 

Using Quotes 

 

Note that we have used single quotes around the conditional values in the examples. 

This is correct for numerical data: 

 SELECT * FROM Persons WHERE Year>1965 

This is wrong for numerical data: 

 SELECT * FROM Persons WHERE Year>'1965' 

This is wrong for string data: 

 SELECT * FROM Persons WHERE city=Delhi 

This is correct for string data: 

 SELECT * FROM Persons WHERE city=’Delhi’ 

Arithmetic Expressions.  

SQL allows arithmetic expressions to be included in the SELECT clause. An arithmetic expression 

consists of a number of column names and values connected by any of the following operators:  

+ Add  

- Subtract  

* Multiply  

/  Divide  

When included in the SELECT clause the results of an expression are displayed as a calculated 

table column.  

SELECT LastName, FirstName, Salary, Salary*0.3 from persons WHERE city=’Delhi’ 

Comparison Operators: 

Operator Purpose Example 

= Equality test select * from persons where 

   City = 'Delhi' 

!=, ^=, <> Inequality test.  select * from persons where 

   City != 'Delhi' 
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> 

 

< 

"Greater than" 

and 

"less than" tests 

select FisrtName, LastName  

   from persons where  

   City > ‘Delhi’  

>= 

 

<= 

"Greater than or equal to" 

and 

"less than or equal to" tests 

select FisrtName, LastName  

   from persons where  

   City > ‘Delhi’ 

IN "Equal to any member of" test. 

Equivalent to "=ANY" 

select * from persons where 

  City IN    ('Delhi','Allahabad') 

NOT IN Equivalent to "!=ALL". 

Evaluates to FALSE if any 

member of the set is NULL 

select * from persons where 

  City NOT IN    ('Delhi','Allahabad') 

BETWEEN Greater than or equal to x  

and less than or equal to y 

See Below 

x [NOT] LIKE y TRUE if x does [not] match 

the pattern y. Within y, the 

character '%' matches any 

string of zero or more 

characters except null. The 

character '_' matches any 

single character. 

select * from persons where 

   FirstName like 'V%' 

 

See other examples below 

AND, OR, NOT Combining two or more than 

two conditions 

Select * from persons where 

FirstName=’Samir’ and city=’Delhi’ 

 

SELECT * FROM Persons WHERE 

 FirstName='Samir' OR        

FirstName='Vipin') 

AND LastName='Farooqi' 
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The LIKE Condition  

The LIKE condition is used to specify a search for a pattern in a column. Like is a very powerful 

operator that allows you to select only rows that are "like" what you specify. The percent sign 

"%" can be used as a wild card to match any possible character that might appear before or after 

the characters specified.  

 SELECT column FROM table WHERE column LIKE pattern 

 

Operator Purpose Example 

* Returns ALL data for ALL 

fieldnames. ONLY used after 

select [distinct]. 

SELECT * FROM persons 

% 

 

Can match zero of more characters 

in value. Cannot match a null. 

SELECT * FROM persons 

  WHERE FirstName    like 

'%r%' 

_ 

 

Can match exactly one character in 

the value. 

SELECT * FROM persons 

  WHERE FisrtName    like 

'Vipin' 

 

The following SQL statement will return persons with first names that start with an 'O': 

 

  SELECT * FROM Persons WHERE FirstName LIKE 'S%' 

 

The following SQL statement will return persons with first names that end with an 'a': 

 

  SELECT * FROM Persons WHERE FirstName LIKE '%n' 

 

The following SQL statement will return persons with first names that contain the pattern 'la': 

 

  SELECT * FROM Persons WHERE FirstName LIKE '%de%' 
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BETWEEN ... AND 

 

The BETWEEN ... AND operator selects a range of data between two values. These values can 

be numbers, text, or dates.  

 

 SELECT column_name FROM table_name 

 WHERE column_name 

 BETWEEN value1 AND value2 

 

To display the persons alphabetically between (and including) "Vipin" and exclusive "Samir", 

use the following SQL  

 SELECT * FROM Persons WHERE FirstName BETWEEN 'Vipin’ AND 'samir' 

IMPORTANT The BETWEEN...AND operator is treated differently in different databases. With 

some databases a person with the LastName of "Vipin" or "Samir" will not be listed 

(BETWEEN..AND only selects fields that are between and excluding the test values). With some 

databases a person with the last name of "Vipin" or "Samir" will be listed (BETWEEN..AND 

selects fields that are between and including the test values). With other databases a person with 

the last name of "Vipin" will be listed, but "Samir" will not be listed (BETWEEN.. AND selects 

fields between the test values, including the first test value and excluding the last test value). 

Therefore, Check how your database treats the BETWEEN....AND operator. 

 

Example  

To display the persons outside the range used in the previous example, the NOT operator can be 

useful. To display the persons alphabetically not in between (and excluding) "Vipin" and 

inclusive "Samir", use the following SQL 

 

SELECT * FROM Persons WHERE LastName NOT BETWEEN 'Samir' AND 'Vipin' 

Column Name Alias 
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The syntax is: SELECT column AS column_alias FROM table 

 

 SELECT LastName AS Family, FirstName AS Name FROM Persons 

It will be changed the caption of the corresponding fields in displaying the result. 

Table Name Alias 

 

The syntax is: SELECT column FROM table AS table_alias 

 SELECT LastName, FirstName FROM Persons AS Employees 

 

ORDER BY Clause 

The ORDER BY clause is optional. If used, it must be the last clause in the SELECT statement. 

The ORDER BY clause requests sorting for the results of a query.  

 

When the ORDER BY clause is missing, the result rows from a query have no defined order (they 

are unordered). The ORDER BY clause defines the ordering of rows based on columns from the 

SELECT clause. The ORDER BY clause has the following general format:  

 

ORDER BY column-1 [ASC|DESC] [ column-2 [ASC|DESC] ] ... 

column-1, column-2, ... are column names specified (or implied) in the select list. If a select column 

is renamed (given a new name in the select entry), the new name is used in the ORDER BY list. 

ASC and DESC request ascending or descending sort for a column. ASC is the default.  

ORDER BY sorts rows using the ordering columns in left-to-right, major-to-minor order. The rows 

are sorted first on the first column name in the list. If there are any duplicate values for the first 

column, the duplicates are sorted on the second column (within the first column sort) in the Order 

By list, and so on. There is no defined inner ordering for rows that have duplicate values for all 

Order By columns.  

Database nulls require special processing in ORDER BY. A null column sorts higher than all 

regular values; this is reversed for DESC.  
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In sorting, nulls are considered duplicates of each other for ORDER BY. Sorting on hidden 

information makes no sense in utilizing the results of a query. This is also why SQL only allows 

select list columns in ORDER BY.  

For convenience when using expressions in the select list, select items can be specified by number 

(starting with 1). Names and numbers can be intermixed. 

 SELECT * FROM sp ORDER BY 3 DESC 

The number 3 means the third field of the table or in the select list. 

Aggregate Functions 

AVG(column)  Returns the average value of a column 

COUNT(*)  Returns the number of selected rows 

COUNT(column) Returns the number of selected rows 

SUM(column)  Returns the total sum of a column 

MIN(column)  Returns the lowest value of a column 

MAX(column) Returns the highest value of a column 

 

 SELECT LastName, SUM(Salary) FROM Persons 

 SELECT FirstName, MAX(Salary) FROM Persons 

 SELECT COUNT (*) FROM Persons 

 

GROUP BY Clause 

GROUP BY is an optional clause in a query. It follows the WHERE clause or the FROM clause 

if the WHERE clause is missing. A query containing a GROUP BY clause is a Grouping Query. 

The GROUP BY clause has the following general format:  

 

 GROUP BY column-1 [, column-2] ... 

column-1 and column-2 are the grouping columns. They must be names of columns from tables in 

the FROM clause; they can't be expressions.  

 SELECT "column_name1", SUM("column_name2")  

 FROM "table_name"  

 GROUP BY "column_name1"  
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GROUP BY operates on the rows from the FROM clause as filtered by the WHERE clause. It 

collects the rows into groups based on common values in the grouping columns. Except nulls, rows 

with the same set of values for the grouping columns are placed in the same group. If any grouping 

column for a row contains a null, the row is given its own group.  

 

In Grouping Queries, the select list can only contain grouping columns, plus literals, outer 

references and expression involving these elements. Non-grouping columns from the underlying 

FROM tables cannot be referenced directly. However, non-grouping columns can be used in the 

select list as arguments to Set Functions. Set Functions summarize columns from the underlying 

rows of a group.  

 

Set (or Aggregate) Functions 

Set Functions are special summarizing functions used with Grouping Queries and Aggregate 

Queries. They summarize columns from the underlying rows of a group or aggregate.  

 

Null columns are ignored in computing the summary. The Set Function -- SUM, computes the 

arithmetic sum of a numeric column in a set of grouped/aggregate rows. For example,  

 SELECT pno, SUM(qty) FROM sp GROUP BY pno 

 

pno    sum(qty) 

P1  1200  

P2  200  

 

The result of the COUNT function is always integer. The result of all other Set Functions is the 

same data type as the argument.  

The Set Functions skip columns with nulls, summarizing non-null values. COUNT counts rows 

with non-null values, AVG averages non-null values, and so on. COUNT returns 0 when no non-

null column values are found; the other functions return null when there are no values to 

summarize.  
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A Set Function argument can be a column or a scalar expression.  

The DISTINCT and ALL specifiers are optional. ALL specifies that all non-null values are 

summarized; it is the default. DISTINCT specifies that distinct column values are summarized; 

duplicate values are skipped. Note: DISTINCT has no effect on MIN and MAX results. COUNT 

also has an alternate format:  

COUNT(*) 

counts the underlying rows regardless of column contents.  

Example:  SELECT pno, MIN(sno), MAX(qty), AVG(qty), COUNT(DISTINCT sno) FROM 

sp GROUP BY pno 

 

pno              

P1  S1  1000  600  3  

P2  S3  200  200  1  

 

 

 SELECT sno, COUNT(*) parts FROM sp GROUP BY sno 

 

sno  parts  

S1  1  

S2  1  

S3  2  

SQL HAVING Clause 

 

Another thing people may want to do is to limit the output based on the corresponding sum (or any 

other aggregate functions). For example, we might want to see only the stores with sales over 

$1,500. Instead of using the WHERE clause, though, we need to use the HAVING clause, which 

is reserved for aggregate functions. The HAVING clause is typically placed near the end of SQL, 
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and SQL statements with the HAVING clause may or may not include the GROUP BY clause. 

The syntax is,  

 

 SELECT "column_name1", SUM("column_name2")  

 FROM "table_name"  

 GROUP BY "column_name1"  

 HAVING (arithematic function condition)  

 

Note: the GROUP BY clause is optional.  

In our example, table Store_Information,  

 

store_name  Sales  Date  

Los Angeles  $1500  Jan-05-1999  

San Diego  $250  Jan-07-1999  

Los Angeles  $300  Jan-08-1999  

Boston $700  Jan-08-1999  

 

When we would type,  

 

 SELECT store_name, SUM(sales)  

 FROM Store_Information  

 GROUP BY store_name 

 HAVING SUM(sales) > 1500  

 

Result:  

 

store_name SUM(Sales) 

Los Angeles $1800 
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Joins and Keys  

 

Sometimes we have to select data from two tables to make our result complete. We have to perform 

a join.  

Tables in a database can be related to each other with keys. A primary key is a column with a 

unique value for each row. The purpose is to bind data together, across tables, without repeating 

all of the data in every table.  

 

Referring to Two Tables 

We can select data from two tables by referring to two tables, like this: 

Employees: 

Employee_ID Name 

01 Hansen, Ola 

02 Svendson, Tove 

03 Svendson, Stephen 

04 Pettersen, Kari 

Orders: 

Prod_ID Product Employee_ID 

234 Printer 01 

657 Table 03 

865 Chair 03 

 

Who has ordered a product, and what did they order?  

 

 SELECT Employees.Name, Orders.Product 

 FROM Employees, Orders 

 WHERE Employees.Employee_ID=Orders.Employee_ID 
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Another Example : Who ordered a printer? 

  SELECT Employees.Name 

 FROM Employees, Orders 

 WHERE Employees.Employee_ID=Orders.Employee_ID 

 AND Orders.Product='Printer' 

 

Using Joins 

We can also select data from two tables with the JOIN keyword, like this: 

Example: INNER JOIN 

Syntax  

 SELECT field1, field2, field3 

 FROM first_table 

 INNER JOIN second_table 

 ON first_table.keyfield = second_table.foreign_keyfield 

 

Who has ordered a product, and what did they order?  

 SELECT Employees.Name, Orders.Product 

 FROM Employees  

 INNER JOIN Orders 

 ON Employees.Employee_ID=Orders.Employee_ID 

 

The INNER JOIN returns all rows from both tables where there is a match. If there are rows in 

Employees that do not have matches in Orders, those rows will not be listed. 

Example: LEFT JOIN 

Syntax  

 

 SELECT field1, field2, field3 FROM first_table 

 LEFT JOIN second_table 

 ON first_table.keyfield = second_table.foreign_keyfield 
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List all employees, and their orders - if any. 

   SELECT Employees.Name, Orders.Product 

 FROM Employees 

 LEFT JOIN Orders 

 ON Employees.Employee_ID=Orders.Employee_ID 

The LEFT JOIN returns all the rows from the first table (Employees), even if there are no matches 

in the second table (Orders). If there are rows in Employees that do not have matches in Orders, 

those rows also will be listed. 

Example RIGHT JOIN 

Syntax  

 SELECT field1, field2, field3 FROM first_table 

 RIGHT JOIN second_table 

 ON first_table.keyfield = second_table.foreign_keyfield 

List all orders, and who has ordered - if any. 

 SELECT Employees.Name, Orders.Product 

 FROM Employees 

 RIGHT JOIN Orders 

 ON Employees.Employee_ID=Orders.Employee_ID 

The RIGHT JOIN returns all the rows from the second table (Orders), even if there are no matches 

in the first table (Employees). If there had been any rows in Orders that did not have matches in 

Employees, those rows also would have been listed. 

 

Updating Rows 

The UPDATE statement consists of three clauses  

UPDATE tablename SET column-assignment-list WHERE conditional-expression ;  

where the column-assignment-list lists the columns to be updated and the values they are to be set 

to and takes the general form:  

column-name = value, column-name = value, ...  
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where value may either be a constant or a column-expression which returns a value of the same 

type as column-name.  

The WHERE clause is optional. When used, the WHERE clause specifies a condition for 

UPDATE to test when processing each row of the table. Only those rows which test True against 

the condition are updated with the new values.  

Inserting Rows 

The INSERT statement has two distinct variations the first, and simplest, inserts a single row into 

the named table.  

 INSERT INTO tablename [( column-list )] VALUES ( constant-list )  

INSERT INTO Persons VALUES (‘Arya’,’Prawin’, 'Noida 56',  

‘Noida’,2/10/1968,1000.00)  

(Note if the input values match the order and number of columns in the table then column-list can 

be omitted.)  

Inserting Rows Copied from Another Table.  

The INSERT statement may also be used in conjunction with a SELECT statement query to copy 

the rows of one table to another. The general form of this variation of the INSERT statement is as 

follows: 

  INSERT INTO tablename [( column-list )]  

  SELECT column-list FROM table-list WHERE conditional-expression ;  

where the SELECT statement replaces the VALUES clause.  

Only the specified columns of those rows selected by the query are inserted into the named table.  

The columns of the table being copied-from and those of the table being copied-to must be type 

compatible. If the columns of both tables match in type and order then the column-list may be 

omitted from the INSERT clause. 

  INSERT INTO Persons  

 SELECT *  FROM Persons WHERE salary BETWEEN 9000.00 AND 10000.00  

(Note the APersons table must be in existence at the time this statement is executed.)  

Deleting Rows 

The general form of the DELETE statement is  

 DELETE FROM tablename  
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 WHERE conditional-expression 

 The DELETE statement removes those rows from a given table that satisfy the condition specified 

in the WHERE clause. For example, delete the record of those employees whose salary are more 

than Rs. 5000. 

 DELETE FROM Persons WHERE salary>5000 

SQL CREATE TABLE  

Tables are the basic structure where data is stored in the database. Given that in most cases, 

there is no way for the database vendor to know ahead of time what your data storage needs are, 

chances are that you will need to create the table in the database yourself. Many database tools 

allow you to create tables without writing SQL, but I think it is important to include the CREATE 

TABLE command in this tutorial.  

Before we dive into the syntax for CREATE TABLE, it is a good idea to understand what 

goes into a table. Tables are divided into rows and columns. Each row represents one piece of data, 

and each column can be thought of as representing a component of that piece of data. So, for 

example, if we have a table for recording customer information, then the columns may include 

information such as First Name, Last Name, Address, City,  Birth Date, Salary and so on. As a 

result, when we specify a table, we include the column headers and the data types for that particular 

column.  

So what are data types? Typically, data comes in a variety of forms. It could be an integer 

(such as 1), a real number (such as 0.55), a string (such as 'sql'), a date/time expression (such as 

'2000-JAN-25 03:22:22'), or even in binary format. When we specify a table, we need to specify 

the data type associated with each column (i.e., we will specify that 'First Name' is of type char(50) 

- meaning it is a string with 50 characters). One thing to note is that different relational databases 

allow for different data types, so it is wise to consult with a database-specific reference first.  

 

The syntax for CREATE TABLE is  

CREATE TABLE "table_name" 

("column 1" "data_type_for_column_1", 

"column 2" "data_type_for_column_2", ... )  
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So, if we are to create the customer table specified as above, we may type in  

CREATE TABLE persons 

(First_Name char(50), 

Last_Name char(50), 

Address char(50), 

City char(50), 

Birth_Date date,  

Salary number(10,2))  

 

Format of create table if you were to use optional constraints: 

CREATE TABLE "tablename" 

("column1" "data type"  

         [constraint], 

 "column2" "data type"  

         [constraint], 

 "column3" "data type"  

        [constraint]); 

 [ ] = optional 

 

Note: You may have as many columns as you'd like, and the constraints are optional. 

 CREATE TABLE employee 

  (firstname varchar(15), 

   lastname varchar(20), 

    address varchar(30), 

   city varchar(20),  

   dateofbirth Date, 

   salary number(10,2)); 

To create a new table, enter the keywords create table followed by the table name, followed by an 

open parenthesis, followed by the first column name, followed by the data type for that column, 

followed by any optional constraints, and followed by a closing parenthesis. It is important to make 
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sure you use an open parenthesis before the beginning table, and a closing parenthesis after the 

end of the last column definition. Make sure you seperate each column definition with a comma. 

All SQL statements should end with a ";". 

The table and column names must start with a letter and can be followed by letters, 

numbers, or underscores - not to exceed a total of 30 characters in length. Do not use any SQL 

reserved keywords as names for tables or column names (such as "select", "create", "insert", etc).  

Data types specify what the type of data can be for that particular column. If a column 

called "Last_Name", is to be used to hold names, then that particular column should have a 

"varchar" (variable-length character) data type.  

Here are the most common Data types: 

char(size) Fixed-length character string. Size is specified in parenthesis. Max 255 bytes. 

varchar(size) Variable-length character string. Max size is specified in parenthesis. 

number(size) Number value with a max number of column digits specified in parenthesis. 

date Date value 

number(size,d) 
Number value with a maximum number of digits of "size" total, with a maximum 

number of "d" digits to the right of the decimal. 

number(size,d) 
Number value with a maximum number of digits of "size" total, with a maximum 

number of "d" digits to the right of the decimal. 

 

It's now time for you to design and create your own table. If you decide to change or redesign the 

table, you can either drop it and recreate it or you can create a completely different one. 

Alter Table 

The ALTER TABLE statement is used to add or drop columns in an existing table.  

 ALTER TABLE table_name  

 DROP COLUMN column_name 

Note: Some database systems don't allow the dropping of a column in a database table (DROP 

COLUMN column_name). 

To add a column named "City" in the "Person" table:  

 



 

 
 

184 

 ALTER TABLE Person ADD City varchar(30) 

To drop the "Address" column in the "Person" table:  

ALTER TABLE Person DROP COLUMN Address 

SQL has a lot of built-in functions for counting and calculations. 

SQL DROP TABLE  

Sometimes we may decide that we need to get rid of a table in the database for some reason. In 

fact, it would be problematic if we cannot do so because this could create a maintenance nightmare 

for the DBA's. Fortunately, SQL allows us to do it, as we can use the DROP TABLE command.  

The syntax for DROP TABLE is  

DROP TABLE "table_name"  
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